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Emotion classification in Arabic text is constrained by morphological
richness, dialectal diversity, and limited annotated resources. This study
compares nine text representations across fifteen machine-learning
classifiers on the SemEval-2018 Arabic emotion corpus (4,381 tweets,
twelve classes). MARBERT with a stacking classifier gives the strongest
single representation (accuracy 0.4413, F1 0.4115). A proposed hybrid
representation, concatenating TF-IDF with MARBERT embeddings, raises
accuracy to 0.6475 and F1 to 0.5889, a 20.6-percentage-point gain that
compares favorably with recently reported large-language-model results on
the same benchmark. Four classifiers that assume non-negative input fail on
the hybrid representation's signed dimensions. The results indicate that
lexical-contextual feature fusion is an effective, low-cost route to closing the
performance gap left by any single Arabic text representation.
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A. Introduction

Emotion classification, the task of automatically assigning a discrete
emotional label such as joy, anger, or fear to a piece of text, is a core subtask of
affective computing. It underlies applications that range from mental-health
monitoring and customer-experience analytics to social-media surveillance and
human-computer interaction [1]. The rise of user-generated text on social media has
increased the practical demand for classification methods that scale across
languages, registers, and writing styles relative to methods that are finely tuned to
a single benchmark [2]. Emotion classification has been studied extensively for
English and other high-resource languages, where large annotated corpora and
mature pretrained models are readily available. Arabic remains comparatively
underserved, a gap that carries real consequences for brand monitoring, public-
health surveillance, and content moderation across one of the largest language
communities on social media[1].

Arabic text presents specific obstacles that do not arise, or arise less severely, in
English affective computing. The language is morphologically rich, so a single root
can surface as dozens of inflected forms depending on prefixes, suffixes, and infixes,
which fragments the vocabulary available to frequency-based methods and inflates
the dimensionality of sparse representations. Modern Standard Arabic coexists with
a range of regional dialects that differ in vocabulary, spelling conventions, and even
script variants for the same sound, and studies that compare pretraining on Modern
Standard, dialectal, and classical Arabic separately have shown that this variation
measurably affects downstream task performance[3]. Emotional expression on
social media is frequently dialectal, informal, and mixed with transliterated foreign
words and non-standard orthography, which departs further still from the more
formal register that several Arabic pretrained language models were originally
trained on. Annotated emotion corpora for Arabic also remain small relative to
English benchmarks, and the emotion categories in those corpora are themselves
imbalanced, since everyday text expresses some emotions, anger and joy in
particular, far more often than others such as trust or surprise[4]. This combination
limits how much any single model, however well designed, can learn about the full
range of emotional expression from the data available to it. Preprocessing choices
compound these difficulties: naive tokenization that ignores Arabic's alef, hamza,
and tah marbuta variants can fragment a single word into several distinct surface
forms, silently reducing the effective amount of training signal available to both
statistical and embedding-based methods alike.

Two broad families of text representation have been used to address these
obstacles, and prior Arabic NLP research has generally treated them as competing
rather than complementary options. Statistical representations, such as Term
Frequency-Inverse Document Frequency (TF-IDF), Bag-of-Words, and N-grams,
encode surface-level lexical statistics. They remain competitive baselines because
they are cheap to compute, easy to interpret, and robust on the smaller datasets
typical of Arabic NLP, though they cannot capture semantic similarity between
morphologically related or dialectal synonyms, so a rare but emotionally loaded
word only contributes if it appears verbatim in both training and test text.
Distributed representations instead encode text as dense vectors that capture
semantic similarity, ranging from static embeddings trained on local co-occurrence
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statistics to contextual embeddings produced by transformer encoders such as
AraBERT, CAMeLBERT, and MARBERT, the last of which is pretrained specifically
on a billion-scale corpus of Arabic tweets spanning multiple dialects [5]. Contextual
embeddings capture that dialectal and syntactic context well, but compress an entire
sentence into a single dense vector, which can dilute short, sharp lexical cues, a
property that matters for a task where individual words often carry most of the
emotional charge.

These two representational traditions have not been evaluated evenly across
Arabic affective-computing research, which has historically concentrated on
sentiment polarity classification, positive, negative, or neutral, leaving multi-class
emotion classification comparatively underexplored because of the added
annotation burden and the class imbalance that fine-grained emotion labels tend to
produce [1]. Recent efforts have begun to close this gap in different ways, and
comparing them critically is informative for positioning the present study. Nfaoui
and Elfai[6] benchmarked ChatGPT models (GPT-3.5 and GPT-4) on the SemEval-
2018 Arabic multi-label emotion task under emotional-stimuli prompting, fine-
tuning, and in-context learning, and found that fine-tuned GPT-3.5 Turbo set a new
benchmark accuracy of 62.03 percent, only a two-point improvement over the prior
state of the art. The authors explicitly conclude that this level of accuracy is not yet
reliable enough for deployment in human-facing decision-making, underlining that
the task remains substantially unsolved even with large, expensive language models
in the loop, and raising the question of whether smaller, purpose-built
representations might close more of the remaining gap at a fraction of the
computational cost. Mossad et al. [7] instead pursued architectural diversity on the
same SemEval-2018 Arabic emotion dataset, comparing a MARBERT transformer
against an ensemble of Bi-LSTM and Bi-GRU recurrent models and reporting
consistent gains for MARBERT, which the authors attribute to its dialectal Twitter
pretraining rather than to any property of the recurrent architectures tested
alongside it. Althobaiti [8]released ArPanEmo, a fine-grained Arabic emotion corpus
targeting Saudi-dialect COVID-19 discourse across ten emotion categories plus
neutral, extending the range of annotated Arabic emotion resources beyond
SemEval-2018 and reporting that BERT-based models again outperformed the
classical baselines tested against them. Taken together, these three studies
consistently favor transformer-based representations over both classical machine
learning and recurrent architectures, but none of them tests whether adding a
sparse statistical signal on top of a transformer changes that picture, which is the
specific question this paper investigates. Notably, the accuracy ceiling reported
across all three studies, low sixties at best, sits well below what is typically
considered strong performance for a multi-class task, suggesting that the remaining
gap may not be closed by further scaling the same family of contextual models alone.

Ensemble learning has emerged as one of the more consistent routes to
improving Arabic affective classification, though the specific ensemble strategy
varies considerably across studies, and the studies differ in what exactly they
ensemble. Althobaiti [8] proposed a stacking ensemble of diverse base models, zero-
shot classifiers, few-shot methods, classical machine-learning algorithms, and
transfer-learning models, combined with self-training, specifically to address low-
resource, fine-grained Arabic emotion recognition, reporting that the approach

https://doi.org/10.33022/ijcs.v15i5.5235 8037


https://doi.org/10.33022/ijcs.v15i5.5235
https://www.zotero.org/google-docs/?dREwlM
https://www.zotero.org/google-docs/?7Z0jAr
https://www.zotero.org/google-docs/?rluNeS
https://www.zotero.org/google-docs/?rezG7J
https://www.zotero.org/google-docs/?uS6Nby
https://www.zotero.org/google-docs/?34hJG6

The Indonesian Journal of Computer Science

reduces the dependence on large labeled datasets by iteratively expanding the
training pool with confidently self-labeled examples. Al Shamsi and Abdallah
[9]applied an ensemble stacking model to sentiment analysis across Emirati and
other Arabic dialects and found that stacking diverse base learners outperformed
any individual classifier, a finding consistent with the general literature on stacked
generalization and with the stacking results reported later in this paper. Xu et al.
[10]combined stacked contextual embeddings from ArabicBERT, MARBERT, and
AraBERT with a hybrid loss function on the same SemEval-2018 multi-label emotion
task addressed here, reporting that the combination specifically improves
recognition of minority emotion classes relative to any single fine-tuned
transformer, a class-imbalance concern that this paper addresses instead through
weighted evaluation metrics and class-weighted classifiers. These three studies
establish stacking as an effective strategy for combining classifiers or, in the case of
Xu et al.,, combining several contextual embedding spaces of the same general type.
Each, however, operates at the level of models or of multiple transformer variants
rather than at the level of representation families, leaving the specific question
pursued in this paper, concatenating a sparse statistical representation with a single
dense contextual one, unaddressed by any of the three. It is also worth noting that
all three studies report their gains relative to single-model baselines rather than
against a wide bank of classifier types of the kind assembled in this paper, so it
remains unclear from that literature alone whether their reported improvements
would hold across classifier families with different inductive biases, or whether they
are specific to the particular base learners each study happened to select.
Statistical representations such as TF-IDF and Bag-of-Words remain common
baselines in Arabic text classification because of their computational efficiency and
robustness on the comparatively small datasets typical of the field, though they
discard word order and cannot capture semantic similarity between
morphologically related or synonymous terms. Static word embeddings address
part of this limitation by learning dense vectors from co-occurrence statistics;
AraVec [11] adapted this paradigm to Arabic using Twitter, web, and Wikipedia
corpora and remains a standard baseline in Arabic sentiment and emotion studies
precisely because its training domain overlaps with the social-media text that most
emotion corpora are drawn from. Contextual transformer embeddings extend this
further by conditioning a token's representation on its surrounding context rather
than on a fixed lookup table. AraBERT [12] was pretrained on Arabic Wikipedia and
news corpora and established early state-of-the-art results on Arabic sentiment
analysis and named-entity recognition, though its predominantly Modern Standard
Arabic training corpus is a comparatively distant match to informal, dialectal social-
media text. CAMeLBERT][3] extended this line of work by pretraining separate
variants on Modern Standard Arabic, dialectal Arabic, and classical Arabic, and
systematically studied how pretraining variant interacts with downstream task
type, a study whose central finding, that domain match matters more than raw
model scale, motivates the representation choices evaluated in this paper.
MARBERT [5]was pretrained on a billion Arabic tweets spanning both dialectal
Arabic and Modern Standard Arabic, omitting the next-sentence-prediction
objective given the short length of tweet-form text, and has repeatedly shown strong
performance on dialect-heavy, informal classification tasks, a property directly
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relevant to emotion classification, where emotional expression is frequently
dialectal and rarely formal. Across the studies reviewed above, MARBERT is
consistently the strongest single transformer for Arabic social-media emotion and
sentiment tasks, which is why it, rather than AraBERT or CAMeLBERT, is the
contextual component selected for the hybrid representation proposed in this
paper.

Combining sparse statistical features with dense contextual embeddings has
recently attracted attention outside Arabic NLP as a way to recover precise lexical
cues that a purely contextual representation can dilute. In information retrieval, a
weighted feature-level fusion of TF-IDF and BERT, with the TF-IDF block
dimensionality-reduced before concatenation, outperformed either representation
alone on a standard retrieval benchmark[13] In multilingual harmful-content
detection, concatenating TF-IDF vectors with BERT embeddings before applying
principal component analysis and a random-forest classifier improved detection
across several lower-resource languages over either representation used
individually [14]. These results, obtained in domains and languages unrelated to
Arabic emotion classification, converge on a consistent pattern: sparse and dense
representations tend to capture at least partially non-redundant signals, and simple
concatenation is often sufficient to recover much of that complementary
information without requiring a learned fusion mechanism. However, this fusion
strategy has not, to our knowledge, been systematically benchmarked against a
comprehensive bank of single-representation baselines for Arabic emotion
classification specifically, nor has its compatibility with a broad classifier bank been
characterized, which is the gap this paper addresses through the proposed TF-IDF-
MARBERT hybrid representation and the classifier-compatibility analysis that
accompanies it. Notably, neither of the fusion studies surveyed above reports
classifier failures of the kind documented in Section C of this paper, likely because
both evaluate the fused representation against a single downstream classifier rather
than against a broad bank spanning several families of learning algorithm, several
of which carry non-negativity assumptions that a fused sparse-dense vector can
violate.

Because annotated Arabic emotion corpora remains small, several studies have
used data augmentation to enlarge training sets and rebalance minority classes
rather than, or in addition to, changing the feature representation. A recent survey
of data augmentation for Arabic text classification [2] found that back-translation,
synonym replacement, and generative methods using AraGPTZ2 or ChatGPT
dominate the literature published between 2019 and 2024, and that sentiment
analysis has received disproportionately more research attention than other
classification tasks, with emotion classification and class-imbalance-focused
augmentation comparatively under-studied within that body of work. The same
survey notes that augmentation techniques developed for one Arabic classification
task are frequently applied to others with little adaptation, which risks introducing
noise or bias when the artificial data does not fully capture the linguistic nuances of
the target task's emotional or dialectal register, and specifically highlights back-
translation and synonym replacement, the two augmentation strategies used in the
supplementary analysis reported in this paper, as the most consistently effective
techniques surveyed across the studies it reviews. This body of work motivates the
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supplementary MARBERT-with-augmentation analysis reported in Section C of this
paper, positioned as an independent, data-centric alternative to the representation-
centric hybrid fusion that is the paper's primary contribution, rather than as a
directly comparable intervention on the same task, since the two analyses use
different subsets of the SemEval-2018 Arabic benchmark with different numbers of
classes.

This paper addresses that gap directly, using the SemEval-2018 Arabic emotion
corpus both because it is the most widely reused Arabic emotion benchmark in the
recent literature reviewed above and because its severe class imbalance, some
emotion categories are represented by only a handful of examples, makes it a
demanding test of whether a given representation generalizes beyond the majority
classes. Rather than selecting one representation and refining it in isolation, we treat
representation choice itself as the object of study: nine representations spanning the
statistical, static-embedding, and transformer families are each evaluated against a
common bank of fifteen classical and ensemble classifiers on the SemEval-2018
Arabic emotion corpus, isolating the representation-classifier interaction from the
idiosyncrasies of any single algorithm. Building on the strongest single
representation identified in this comparison, we propose a hybrid representation
that concatenates sparse TF-IDF statistics with dense MARBERT embeddings, and
evaluate it under the identical protocol used for every other representation in the
study, including cases where the fusion is incompatible with a given classifier family.
We further report a supplementary analysis on the related SemEval-2018 anger-
intensity subset, in which MARBERT is trained on a data-augmented corpus, to test
whether enriching training data offers a comparably effective, independent route to
improving performance on Arabic emotion-related tasks.

This paper makes three contributions.

® First, it presents a systematic, controlled comparison of nine feature
representations across fifteen classical and ensemble machine-learning
classifiers for Arabic emotion classification, an experimental grid broader than
any single prior study on this benchmark.

® Second, it proposes a hybrid TF-IDF-MARBERT feature representation that
fuses sparse lexical statistics with dense contextual embeddings, and shows
that it substantially outperforms every single representation evaluated,
including MARBERT alone, by a margin larger than the gap between MARBERT
and the weakest representation in the study.

® Third, it provides a detailed analysis of classifier-representation compatibility,
documenting specific cases in which naive concatenation of sparse and dense
features breaks the non-negativity assumptions of certain classifier families, a
practical finding for anyone building similar fusion pipelines outside this
specific task.

The remainder of this paper is organized as follows. Section B describes the
research method, including the dataset, preprocessing pipeline, feature
representations, classifiers, and the hybrid fusion strategy. Section C reports the
results and discusses their implications, including -classifier-representation
compatibility, a supplementary data-augmentation analysis, and a comparison
against recently published benchmarks on the same dataset. Section D concludes the
paper, states its limitations, and outlines directions for future work.
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B. Research Method

Figure 1 presents the overall methodological framework, comprising five stages:
(i) data collection and preprocessing, (ii) feature extraction across three
representation families, (iii) classification using a common bank of fifteen machine-
learning models, including stacked and voting ensembles, (iv) hybrid feature fusion
as a targeted enhancement built on the strongest single representation, and (v)
evaluation.

Raw Arabic Text
Corpus

l

Preprocessing
(Normalization,
Tokenization,

Transformer Embeddings
AraBERT / CAMeLBERT /
MARBERT

S S —

Single-Representation
Comparison (RQ1)

N

Hybrid Fusion

Word Embeddings

FastText / GloVe / AraVec

Statistical Features
TF-IDF / Bow / N-gram

Classification
(15 Classifiers including
Stacking Meta-Learner)

l

Evaluation
Accuracy / Precision /
Recall / Fl-score

Figure 1. Overall methodological framework: from raw Arabic text through feature
extraction, single-representation comparison, hybrid fusion, classification, and
evaluation.

B.1 Research Framework

This study examines how the choice of text representation affects emotion
classification performance for Arabic social media text. Rather than committing to
one representation and refining it in isolation, representation choice itself is treated
as the experimental variable: nine representations, spanning sparse statistical
encodings, static dense embeddings, and contextual transformer embeddings, are
each paired with a common bank of fifteen classical and ensemble classifiers. Every
resulting combination is trained and evaluated under identical preprocessing and
data splits. This design isolates the representation-classifier interaction as the
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object of study, so that conclusions about which encoding best exposes emotional
signal do not depend on the Individualism of any single classifier.

B.2 Dataset Description

The experiments use the Arabic subset of SemEval-2018 Task 1 (E-c), a Twitter
corpus annotated for eleven discrete emotions: anger, anticipation, disgust, fear, joy,
love, optimism, pessimism, sadness, surprise, and trust. The original scheme is
multi-label, so a tweet can carry several emotion tags at once or none at all. After
loading and cleaning, the working corpus contains 4,381 tweets. Tweets with no
active tag are grouped under a neutral class, and tweets with more than one active
tag are reduced to a single dominant label, taken as the emotion with the strongest
activation. This yields twelve classes in total. Table 1 reports the resulting label
distribution, together with the imbalance ratio of each class relative to the majority
class (neutral) and a per-class difficulty score, computed as the inverse of class
frequency.

Table 1. Label distribution, imbalance ratio, and difficulty score.

Emotion Count Share (%) Imbalance Ratio Difficulty Score
Neutral 1,535 35.04 1.00 0.000651
Anger 1,114 25.43 1.38 0.000898
Joy 702 16.02 2.19 0.001425
Fear 260 5.93 5.90 0.003846
Sadness 182 4.15 8.43 0.005495
Anticipation 175 3.99 8.77 0.005714
Love 152 3.47 10.10 0.006579
Pessimism 138 3.15 11.12 0.007246
Optimism 77 1.76 19.94 0.012987
Disgust 39 0.89 39.36 0.025641
Surprise 4 0.09 383.75 0.250000
Trust 3 0.07 511.67 0.333333

The class distribution is heavily skewed. Neutral and anger together account
for more than 60 percent of the corpus, while surprise and trust are represented by
only four and three tweets, giving imbalance ratios of 383.75 and 511.67 against the
majority class.

At the text level, tweets average 16.51 words and 88.98 characters, ranging from a
single word to 38 words, over a vocabulary of 27,399 unique tokens after cleaning
(Table 2).

Table 2. Corpus text statistics.

Statistic Value
Total tweets 4,381
Average words per tweet 16.51
Average characters per tweet 88.98
Minimum words per tweet 1
Maximum words per tweet 38
Vocabulary size 27,399

This combination of short, informal Arabic text and pronounced class imbalance
motivates two design choices carried through the rest of the pipeline: a broad
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comparison of representation strategies, since no single encoding can be assumed
to handle both properties well, and the use of class-weighted classifiers, described
in Section B.5.

B.3 Arabic Text Preprocessing

Preprocessing addresses three sources of noise typical of Arabic social media
text: orthographic inconsistency, non-lexical Twitter artifacts, and diacritical
variation. Four normalization rules handle the first. The alef variants (‘ )| ) are
unified to the bare alef ('), alef maksura (s) is mapped to yeh (), the hamza carriers
(s ,3) are unified to a standalone hamza (¢), and teh marbuta (&) is mapped to heh
(¢). Without this step, surface-form variation fragments the vocabulary and dilutes
both sparse and embedding-based representations, since the same underlying word
would otherwise be split across several tokens. Diacritical marks (tashkeel) are
stripped through a dedicated character-range pattern, since their presence is
inconsistent across the corpus and adds sparse, uninformative variation to token
identity.

Twitter-specific artifacts are removed next. URLs and user mentions are deleted
outright, and the hash symbol preceding hashtags is removed while the hashtag text
itself is kept, since hashtag content frequently carries emotional signal. Redundant
whitespace left by these removals is collapsed to single spaces, and any tweet that
becomes empty after cleaning is dropped from the corpus. The cleaned text is
tokenized by whitespace splitting, producing the token sequences used to build the
static-embedding representations described next.

B.4 Feature Extraction

Nine representations are compared, organized into three families that differ in
how much linguistic structure they encode: sparse statistical counts, static dense
embeddings, and contextual transformer embeddings. Comparing across these
families, rather than tuning within one, tests whether increasing representational
sophistication yields a proportional gain on this corpus, or whether the short,
dialect-inflected, and heavily imbalanced nature of the data limits the advantage of
the more elaborate encodings.

B.4.1 Statistical Representations.
Three representations rely purely on token co-occurrence statistics, defined for
a token t and tweet d drawn from the corpus D:

BoW(t,d) = count(t,d) (1)
TFIDF(t,d) = tf(t,d) *log( N / df(t) ), tf(t,d) = 1 + log(count(t,d)) if count(t,d) > 0 else 0 (2)

Bag-of-Words keeps the 5,000 most frequent tokens with a minimum document
frequency of two. TF-IDF applies the sublinear term-frequency scaling above under
the same vocabulary cap, using unigrams and bigrams; an extended n-gram variant
widens the window to trigrams. These three representations encode surface lexical
patterns without any notion of semantic similarity between distinct tokens, which
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makes them a lower bound against which the distributed representations below can
be measured.

B.4.2 Static Word Embeddings.
Static embeddings assign a fixed vector e(t) in R390 to each vocabulary token t,
independent of context, and represent tweet x as the mean of its constituent token

vectors:
phi(x) = (1 / |x]) * sumtin x e(t), phi(x) in R300 (3)

Three pre-trained sources are compared. FastText embeddings (trained on
Common Crawl and Wikipedia Arabic text) incorporate subword information during
training [15], which partially compensates for Arabic's rich morphology. AraVec
[16], trained on Arabic Twitter text with a continuous-bag-of-words architecture
[17] offers a domain match to the target corpus that the other two sources lack.
GloVe embeddings [18] serve as a co-occurrence-based baseline, distinct from the
predictive training objective behind FastText and AraVec. Mean pooling is a coarse
aggregation strategy, but it isolates embedding-space quality from any sequence-
modeling capacity, which is deliberately reserved for the contextual representations
below.

B.4.3 Contextual Transformer Embeddings.

The third family draws sentence-level features from pre-trained BERT-family
transformer encoders [19] used purely as frozen feature extractors, without task-
specific fine-tuning: AraBERT [20], MARBERT [6], and CAMeLBERT-MSA [3]. Each
tweet is tokenized and passed through the encoder in batches of sixteen, with a
maximum sequence length of 128 tokens, and its representation is the final-layer
hidden state at the classification token: For a tweet x, the document representation
is obtained from the hidden state corresponding to the classification token ([CLS])
in the final transformer layer.

phi(x) = hLA{[CLS]}(x), phi(x) in R768 (4)

The three encoders differ mainly in pre-training domain: AraBERT on Modern
Standard Arabic news and reference text, MARBERT on a billion-scale collection of
Arabic tweets spanning multiple dialects, and CAMeLBERT-MSA on large-scale
Modern Standard Arabic text. Comparing them directly tests whether pre-training
domain, rather than architecture, is the dominant factor when transferring
contextual representations to dialectal, informal emotion classification.

B.5 Classification Models
B.5.1 Traditional Machine Learning Models.

Every one of the nine representations is evaluated against a common bank of
twelve traditional classifiers spanning distinct inductive biases: logistic regression
and linear SVM as margin- and probability-based linear models; decision tree,
random forest, extra-trees, gradient boosting, and AdaBoost as tree-based learners
with different depths and ensembling strategies; bagging as a classical ensemble
wrapper; k-nearest neighbors as a non-parametric instance-based method; and all
three Naive Bayes variants, Gaussian, Multinomial, and Complement, applied
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identically across every representation rather than routed by representation type.
Evaluating one representation against a single classifier risks attributing
performance to the representation when it may instead reflect a fortunate pairing
with that classifier's assumptions; the broad, uniform classifier bank guards against
this, and holding it fixed across representations keeps the comparison in Section D
fully controlled.

Class weighting is applied wherever the underlying implementation supports it,
using the standard inverse-frequency weighting

wc =N/ (K*nc) (5)

with K = 12 classes, to counter the imbalance quantified in Section B.2 without
altering the training data itself. Multinomial and Complement Naive Bayes assume
non-negative, count-like input features, an assumption satisfied by the three sparse
statistical representations but violated by the six dense embedding-based
representations, whose entries can be negative. Both classifiers are nonetheless
attempted on every representation for consistency of protocol; failures on
incompatible representations are recorded explicitly as zero-valued results rather
than silently omitted, and are reported wherever they occur in Section D.

B.5.2 Ensemble Learning.

Two ensemble strategies combine a subset of the strongest traditional
classifiers in the bank. The voting ensemble aggregates predictions under two
aggregation rules: hard voting, which selects the class receiving the most individual
votes, and soft voting, which averages predicted class probabilities before selecting
the highest-scoring class. Hard voting is more robust to poorly calibrated
probability estimates, while soft voting can better exploit classifiers that are
confidently correct; comparing both avoids committing to one assumption in
advance. The stacking ensemble trains a second-level logistic regression on the out-
of-fold predictions of a subset of base learners, obtained through five-fold cross-
validation to prevent the meta-learner from overfitting to in-sample predictions.
Where voting combines base predictions through a fixed rule, stacking learns how
to combine them, which lets it weight each base learner by its empirical reliability
rather than treating all base learners as equally trustworthy. Together, the two
voting variants and stacking bring the classifier bank to fifteen classifiers evaluated
per representation, consistent with the abstract and with Table 4.

B.6 Proposed Hybrid Representation

The hybrid concatenates TF-IDF with MARBERT. TF-IDF is chosen over the
other two statistical representations because it reweights raw token counts by their
discriminative value across the corpus, rather than treating every token as equally
informative. MARBERT is chosen over the other two contextual encoders because it
alone, among the three, is pretrained on Arabic tweets spanning multiple dialects,
the closest domain match to the SemEval-2018 Twitter corpus used here, and, as
noted above, is consistently the strongest single transformer reported for Arabic
social-media affective tasks in the recent literature.
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Each tweet's TF-IDF vector and MARBERT [CLS] embedding are computed
exactly as described in Sections B.4.1 and B.4.3. Before concatenation, both blocks
are scaled to unit L2 norm, independently, so that neither dominates the combined
vector purely because of its dimensionality or numeric range. For each tweet xxx,
the normalized TF-IDF vector and normalized MARBERT embedding are
concatenated as follows:

phihybrid(x) = [ phiTFIDF(x) / ||phiTFIDF(x)||2 ;
phiMARBERT(x) / ||phiMARBERT (%) ] (6)

phihybrid(x) in R5768, 5768 = 5000 + 768 (7)

This fused vector is passed to the classifier bank from Section B.5, under the
identical training and evaluation protocol used for every other representation,
which keeps the hybrid directly comparable to each of the nine baseline
representations on equal footing.

B.7 Evaluation Metrics

Model quality is reported using accuracy, precision, recall, and F1-score, with
precision, recall, and F1 computed under weighted averaging across the twelve
emotion classes, as defined in Equations (8) to (12):

ACC = (TP + TN) / (TP + TN + FP + FN) (8)

PRE = TP / (TP + FP) (9)
RE = TP / (TP + FN) (10)
F1= (2 x PRE x RE) / (PRE + RE). (11)

Flweighted = sum over classes c of (nc / N) x Flc (12)

where TP, TN, FP, and FN denote true positives, true negatives, false positives, and
false negatives; n_c is the number of test samples in class c; N is the total number of
test samples; and F1_c is the per-class F1l-score. Weighted averaging scales each
class's contribution by its support. This prevents the many low-frequency classes
identified in Section B.2, such as trust and surprise, from being ignored under an
unweighted macro average, and prevents them from being masked by a simple
micro average that would be driven almost entirely by the neutral and anger classes.
Accuracy is retained for interpretability, but weighted F1-score is the primary
criterion for ranking representation-classifier combinations, since it balances
precision and recall while staying sensitive to the corpus's class imbalance.
Confusion matrices for the best-performing configurations are reported in Section
C.

B.8 Experimental Setup

All experiments are implemented in Python within a Google Colab notebook
environment. The Arabic dataset, the pre-trained AraVec and FastText vector files,
and the resulting output artifacts are stored on Google Drive and accessed through
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Colab's mount interface. Core dependencies are scikit-learn for the classical
classifiers and ensembles, gensim for loading the AraVec and FastText embedding
spaces, Hugging Face Transformers with a PyTorch backend for AraBERT,
MARBERT, and CAMeLBERT, and NLTK for Arabic-language resources. Pandas and
NumPy handle data manipulation throughout, and result figures are rendered with
Matplotlib and Seaborn at 300 dots per inch.

A fixed random seed of 42 is applied wherever a stochastic component allows
it: the train-test split, every classifier or ensemble that exposes a random-state
parameter, and the five-fold cross-validation used inside the stacking meta-learner.
The 4,381-tweet corpus described in Section B.2 is partitioned by a stratified 80/20
split:

b ntrain = floor(0.8 * N) = 3504, ntest =N - ntrain =877 (13)

which preserves the class proportions of Table 1 in both partitions. Contextual
embeddings from AraBERT, MARBERT, and CAMeLBERT are computed on a GPU-
enabled Colab runtime when one is available, with automatic fallback to CPU
otherwise; the classical classifiers and ensembles run on CPU throughout. Table 3
summarizes the configuration of each of the nine representations, and Table 4
summarizes the configuration of each classifier and ensemble.

Table 3. Feature extraction configuration.

Representation Configuration
Bag-of-Words CountVectorizer, 5,000 max features, min document frequency 2
TF-IDF Unigrams and bigrams, 5,000 max features, min document frequency 2,

sublinear term-frequency scaling

N-gram TF-IDF Unigrams through trigrams, 5,000 max features, min document frequency 2,

sublinear term-frequency scaling
FastText 300-dimensional cc.ar.300 vectors (Common Crawl and Wikipedia),
500,000-vector vocabulary cap, mean pooling

AraVec 300-dimensional CBOW vectors trained on Arabic Twitter text, mean pooling

GloVe 300-dimensional pre-trained vectors, mean pooling

AraBERT aubmindlab/bert-base-arabertv2, frozen, [CLS] pooling, max sequence
length 128, batch size 16

MARBERT UBC-NLP/MARBERT, frozen, [CLS] pooling, max sequence length 128, batch
size 16

CAMeLBERT-MSA CAMeL-Lab/bert-base-arabic-camelbert-msa, frozen, [CLS] pooling, max

sequence length 128, batch size 16

Table 4. Classifier and ensemble configuration.

Model Configuration
Logistic Regression max_iter 1,000, balanced class weights
Linear SVM max_iter 2,000, balanced class weights
Decision Tree balanced class weights
Random Forest 100 estimators, balanced class weights
Extra Trees 100 estimators, balanced class weights
Gradient Boosting 100 estimators
AdaBoost 100 estimators
Bagging 50 estimators
K-Nearest Neighbors 7 neighbors
Multinomial Naive Bayes  alpha 1.0
Complement Naive alpha 1.0

Bayes
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Gaussian Naive Bayes default priors

Voting (Hard / Soft) Combines four base classifiers using either hard voting or soft
voting. For sparse features, the base classifiers are Logistic
Regression, Random Forest, Multinomial Naive Bayes, and Linear
SVM. For dense features, they are Logistic Regression, Random
Forest, Gaussian Naive Bayes, and Extra Trees.

Stacking Uses four base classifiers followed by a Logistic Regression meta-
learner. For sparse features, the base classifiers are Logistic
Regression, Random Forest, Multinomial Naive Bayes, and Decision
Tree. For dense features, they are Logistic Regression, Random
Forest, Gaussian Naive Bayes, and Decision Tree. The meta-learner is
trained using five-fold cross-validation.

Each of the nine representations is combined with the same fifteen-classifier
bank, giving 135 representation-classifier combinations for the single-
representation comparison in Section C.1 through C.3, plus fourteen additional
combinations for the hybrid representation described in Section B.6 and reported
in Section C.4. Every combination is trained and evaluated independently under the
configuration above, with no sharing of fitted parameters across representations or
classifiers.

B.9 Experimental Workflow

The pipeline proceeds in five stages, matching Figure 1. Cleaned and
normalized tweets are stratified into training and test partitions with an 80/20 split,
preserving the class proportions established in Section B.2 in both partitions. Each
of the nine representations is fit on the training partition alone and applied, without
refitting, to the held-out test partition, which avoids information leakage between
splits. For every representation, the full classifier bank from Section B.5 is trained
on that representation's training features and evaluated on the corresponding test
features. Training and inference time are recorded for each combination alongside
its predictive metrics, giving a secondary axis of comparison between
representations that trade classification quality for computational cost. Results
across all combinations are collected into a single table, from which the best
classifier per representation and the best representation per classifier are extracted
for reporting in Section C. A confusion matrix and full classification report are
generated for the overall best-performing configuration to support qualitative error
analysis alongside the quantitative results.

C. Result and Discussion

This section reports the complete empirical results and interprets their
implications, corresponding to: (1) the comparison of single feature
representations, (2) the top-performing configurations across the full
representation-classifier grid, (3) the best representation per classifier, (4) the
proposed hybrid TF-IDF-MARBERT representation, (5) a supplementary
MARBERT-with-augmentation analysis on the related SemEval-2018 anger-
intensity subset, and (6) a summary comparison quantifying the overall gains
achieved.

C.1 Comparison of Single Feature Representations
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Table 5 reports the performance of each of the nine feature representations
paired with its best-performing classifier, which was Stacking in every case. Figure

2 visualizes these results grouped by representation family (statistical, word

embedding, transformer).

Table 5. Performance of each feature representation with its best classifier

(Stacking in all cases).

Representation Category Accuracy Precision Recall F1-score
TF-IDF Statistical 0.3786 0.3540 0.3786 0.3459
BoW Statistical 0.4002 0.3702 0.4002 0.3681
N-grams Statistical 0.3922 0.3610 0.3922 0.3576
FastText Word Embedding 0.3820 0.3307 0.3820 0.3418
GloVe Word Embedding 0.3466 0.2988 0.3421 0.2263
AraVec Word Embedding 0.4196 0.3759 0.4196 0.3855
AraBERT Transformer 0.4162 0.3746 0.4162 0.3770
CAMeLBERT Transformer 0.3911 0.3539 0.3911 0.3554
MARBERT Transformer 0.4413 0.4367 0.4413 0.4115

MARBERT combined with Stacking achieves the highest accuracy (0.4413)
and F1-score (0.4115) among all nine representations, consistent with its
pretraining on a large corpus of Arabic tweets spanning both dialectal Arabic and
MSA, a register that plausibly overlaps with the informal, emotionally expressive
language typical of emotion-classification corpora, and with the pattern identified

across the literature reviewed above. Transformer embeddings do not uniformly
dominate, however: AraVec, a comparatively lightweight static word-embedding

model, outperforms both AraBERT and CAMeLBERT on accuracy and F1-score, and
GloVe, a general-purpose embedding not specifically adapted to Arabic, yields the
weakest performance of all nine representations, with a pronounced gap between
its accuracy (0.3466) and F1-score (0.2263) suggesting weaker performance on

minority emotion classes.
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Figure 2. Accuracy and F1-score for each of the nine feature representations,
grouped by representation family. All values use each representation's best-
performing classifier (Stacking)

C.2 Top-Performing Representation-Classifier Configurations

Table 6 lists the ten best-performing representation-classifier combinations
across the full experimental grid (9 representations x 15 classifiers = 135
configurations), ranked by weighted F1-score.

Table 6. Top 10 representation-classifier configurations, ranked by F1-score.

Rank Feature / Classifier Accuracy Precision Recall F1-score
1 MARBERT / Stacking 0.4413 0.4367 0.4413 0.4115
2 MARBERT / Gradient Boosting 0.4162 0.4013 0.4162 0.3884
3 AraVec / Stacking 0.4196 0.3759 0.4196 0.3855
4 MARBERT / Logistic Regression 0.3820 0.4315 0.3820 0.3809
5 AraBERT / Stacking 0.4162 0.3746 0.4162 0.3770
6 MARBERT / Voting (Hard) 0.4002 0.4129 0.4002 0.3733
7 BoW / Stacking 0.4002 0.3702 0.4002 0.3681
8 BoW / Multinomial NB 0.4116 0.3962 0.4116 0.3681
9 MARBERT / Linear SVM 0.3637 0.4062 0.3637 0.3661
10 AraVec / Gradient Boosting 0.3911 0.3829 0.3911 0.3632

MARBERT and AraVec dominate the top-10 list, together accounting for six
of the ten highest-performing configurations, while BoW's presence confirms that a
well-tuned statistical baseline remains competitive with several transformer and
classifier pairings prior to hybrid fusion.

C.3 Best Feature Representation per Classifier
Table 7 reports, for each of the fifteen classifiers, the feature representation that
yielded its best performance.
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Table 7. Best-performing feature representation for each classifier.

Classifier Best Feature Accuracy F1-score
Logistic Regression MARBERT 0.3820 0.3809
Random Forest BoW 0.3717 0.3377
Linear SVM MARBERT 0.3637 0.3661
Decision Tree CAMeLBERT 0.2908 0.2935
KNN MARBERT 0.3774 0.3461
Gaussian NB MARBERT 0.3147 0.2925
Multinomial NB BoW 0.4116 0.3681
Complement NB TF-IDF 0.3717 0.3516
Bagging AraBERT 0.3957 0.3467
Extra Trees BoW 0.3808 0.3535
Gradient Boosting MARBERT 0.4162 0.3884
AdaBoost AraBERT 0.3786 0.3264
Voting (Hard) MARBERT 0.4002 0.3733
Voting (Soft) MARBERT 0.3523 0.3257
Stacking MARBERT 0.4413 0.4115

MARBERT is the best representation for eight of the fifteen classifiers,
including all three ensemble methods (hard voting, soft voting, and stacking),
confirming that its contextual embeddings carry the most classifier-agnostic
discriminative signal for this task. Naive Bayes variants, however, systematically
favor statistical representations: Multinomial NB performs best with BoW and
Complement NB with TF-IDF, consistent with the count-based generative
assumptions underlying these classifiers, which are naturally suited to sparse non-
negative count data rather than dense embeddings that can take negative values.
Decision Tree is the only classifier for which CAMeLBERT is optimal, and it also
records the lowest accuracy (0.2908) of any row in this table, suggesting that single
decision trees are poorly suited to high-dimensional embedding spaces regardless
of the specific transformer used.

C.4 Hybrid TF-IDF-MARBERT Representation

Table 8 shows the performance of the proposed hybrid TF-IDF-MARBERT
representation on the tested classifiers. Four classifiers: Multinomial Naive Bayes,
Complement Naive Bayes, Hard and Soft Voting did not provide valid results. The
failures of Multinomial and Complement Naive Bayes are expected since both
algorithms are designed to work with non-negative count-based feature vectors
while the hybrid representation combines sparse TF-IDF features with dense
MARBERT embeddings with positive and negative values. Therefore, the hybrid
vectors do not satisfy the input assumptions of these classifiers. The Hard and Soft
Voting ensemble failures are also due to the ensemble constituent classifier
Multinomial Naive Bayes.

Table 8. Hybrid TF-IDF + MARBERT representation: performance by

classifier.
Classifier Accuracy F1-score
Logistic Regression 0.6283 0.5926
Linear SVM 0.5829 0.4561
Random Forest 0.5358 0.4188
Decision Tree 0.3647 0.3585
KNN 0.4921 0.4471
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Extra Trees 0.5218 0.4046
Gradient Boosting 0.5846 0.5225
AdaBoost 0.4031 0.3513
Bagging 0.5201 0.4404
Stacking 0.6475 0.5889

The hybrid representation produces the single best result of the entire study.
Defining the accuracy gain of a configuration over the MARBERT-alone baseline as

Deltaacc = ACChybrid - ACCMARBERT = 0.6475 - 0.4413 = 0.2062 (20.62 pp) (14)

Stacking on the hybrid representation attains this full gain, the largest in the
study. The gain is not confined to the strongest classifier: every classifier that
converged on the hybrid representation outperforms its corresponding single-
representation-best counterpart from Table 7 by a substantial margin (for example,
Logistic Regression rises from 0.3820 to 0.6283 accuracy, Delta_acc = 0.2463, a
24.63-percentage-point gain), indicating that the fusion of lexical and contextual
signal benefits the classifier pool broadly rather than a single algorithm. Figure 3
visualizes these results, highlighting Stacking as the best performer .
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Figure 3. Accuracy and F1-score of the hybrid TF-IDF + MARBERT representation
across the ten converged classifiers

Logistic Regression attains the highest F1-score on the hybrid representation
(0.5926), marginally exceeding Stacking's F1-score (0.5889) despite Stacking's
higher accuracy (0.6475 vs. 0.6283), an accuracy/F1 divergence that likely reflects
differing per-class error distributions between the two classifiers.

C.5 Supplementary Analysis: MARBERT with Data Augmentation on the Anger-
Intensity Subset
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As a complementary, data-centric alternative to the representation-level fusion
in Section C.4, this subsection reports a supplementary analysis on the related
SemEval-2018 anger-intensity subset (EI-oc), a four-class ordinal task distinct from
the twelve-class E-c benchmark used throughout the rest of this paper. MARBERT is
trained on a corpus enlarged through back-translation and synonym replacement,
the two augmentation strategies identified as the most consistently effective in the
Arabic text-classification literature reviewed in the Introduction. Training on the
augmented corpus raises accuracy by 18.87 percentage points over the non-
augmented MARBERT baseline on this subset. Because the twelve-class E-c
benchmark and the four-class El-oc subset differ in the number of classes and in task
framing, this finding is reported as an independent, data-centric result rather than
as a direct complement to the hybrid representation's gain; Section C.6 returns to
this comparison.

C.6 Summary and Comparison with Prior Benchmarks

Table 10 and Figure 4 summarize the central empirical finding of this paper on
the twelve-class SemEval-2018 E-c benchmark: hybrid feature fusion substantially
closes the performance gap left by any single feature representation.

Table 10. Summary comparison of the best single representation against the
proposed hybrid (Stacking classifier).

Model Accuracy F1-score Delta Accuracy vs.
Baseline
Best Single Representation (MARBERT) 0.4413 0.4115 --
Proposed Hybrid (TF-IDF + MARBERT) 0.6475 0.5889 +20.62 pp

Best Single Representation vs.
Proposed Hybrid (Stacking Classifier)

B Accuracy
EEA Fl-score 0.6475

Best Single Proposed Hybrid
Representation (TF-IDF + MARBERT)
(MARBERT)

Figure 4. Accuracy and F1-score of the best single representation (MARBERT)
versus the proposed hybrid representation

The proposed hybrid TF-IDF-MARBERT representation achieves the best
overall accuracy (0.6475) and F1-score (0.5889) of any configuration evaluated on
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the twelve-class benchmark in this study, and does so using the same Stacking
classifier that was already the best-performing meta-learner on every single
representation in Table 5, indicating that the gain is attributable to the
representation itself rather than to a change in classifier architecture. This result
also compares favorably with recently published benchmarks on the same
underlying SemEval-2018 Arabic emotion task: Nfaoui and Elfaik [9] report that a
fine-tuned GPT-3.5 Turbo model, evaluated under emotional-stimuli prompting,
achieves 62.03 percent accuracy on the SemEval-2018 Arabic multi-label emotion
benchmark, which the authors describe as a new state of the art for that benchmark
and as still insufficient for reliable deployment. The 64.75 percent accuracy
obtained here with a lexical-contextual hybrid representation and a classical
stacking classifier numerically exceeds that figure, though the two results are not
evaluated under an identical protocol: this study reduces the multi-label annotation
to a single dominant class per tweet and reports accuracy on a custom 80/20
stratified split (Section B.8), while Nfaoui and Elfaik evaluate multi-label accuracy
directly. The comparison should therefore be read as evidence that lexical-
contextual fusion is competitive with, rather than strictly superior to, the current
best-published results on this benchmark, and a like-for-like re-evaluation under a
shared protocol is left for future work (Section D).

C.7 Hybrid Fusion Outperforms Single Representations

The magnitude of the improvement from hybrid fusion (20.62 percentage
points) is considerably larger than would be expected from simple representation
averaging, suggesting a genuine complementarity between the two feature families:
TF-IDF contributes precise, high-weight signal for explicit emotion-bearing lexical
items, while MARBERT contributes contextual and dialectal information that
disambiguates emotion in cases where explicit lexical cues are sparse, negated, or
dialect-specific. This complementarity is consistent with the pattern in Table 7,
where MARBERT alone was already the strongest single representation for most
classifiers, and Table 5, where BoW, a purely statistical representation, was
competitive with several transformer-based representations, implying that the two
families were capturing at least partially non-redundant signal even before fusion.
This finding is consistent with the general pattern reported for non-Arabic fusion
studies reviewed above, extended here to a task and language where it had not
previously been benchmarked against a comprehensive single-representation
baseline.

C.8 Classifier-Representation Compatibility

The systematic failure of Multinomial NB, Complement NB, and both voting
variants on the hybrid representation (Section C.4) is a methodologically important
finding in its own right: both Naive Bayes variants assume non-negative, count-like
input features, an assumption violated by the signed, real-valued dimensions of
MARBERT embeddings once concatenated with TF-IDF counts. The failure of the
voting classifiers is most plausibly a downstream consequence of depending on the
same failed Naive Bayes base estimators used elsewhere in the classifier pool. This
finding has a practical implication for future Arabic NLP pipelines, and echoes the
compatibility gap identified but not characterized in the non-Arabic fusion studies
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reviewed in Section B.4: naive concatenation of sparse and dense features is not
universally compatible with every classifier family, and practitioners should either
restrict the classifier pool to those with no non-negativity assumption or apply a
transformation, such as feature scaling to a non-negative range, before fusion if
compatibility with Naive Bayes or voting ensembles that depend on it is required.

C.9 Interpreting Absolute Performance

Both the hybrid representation and the supplementary augmentation analysis
in Section C.5 improve substantially on their respective single-representation or
single-configuration baselines, but neither result should be read as solving Arabic
emotion classification outright. An accuracy in the 0.60-0.65 range on a twelve-class
task with a 35-percent majority class (Table 1) represents a meaningful
improvement over chance and over the MARBERT-only baseline, and is competitive
with the recently published large-language-model result discussed in Section C.6,
but it remains well short of what would typically be considered strong absolute
performance for a production emotion-classification system, particularly for the
minority classes identified as high-difficulty in Table 1. This gap motivates the
future-work directions outlined in Section D.

D. Conclusion

This paper presented a systematic comparison of nine feature representations
and fifteen classifiers for Arabic emotion classification on the SemEval-2018 Arabic
emotion (E-c) benchmark, and proposed a hybrid TF-IDF-MARBERT feature
representation to address the performance ceiling observed with any single
representation. MARBERT with a stacking classifier was the strongest single
representation (accuracy 0.4413, F1 0.4115). The proposed hybrid representation
raised accuracy to 0.6475, a 20.62-percentage-point gain, and numerically exceeds
a recently published large-language-model result on the same underlying
benchmark, though under a different evaluation protocol (Section C.6). A
supplementary analysis on the related SemEval-2018 anger-intensity subset, a
separate four-class task, found that training MARBERT on an augmented corpus
independently raised accuracy by 18.87 percentage points on that task; because the
two analyses use datasets with different numbers of classes, this finding is reported
as an independent, data-centric result rather than as directly additive to the hybrid
representation's gain. Taken together, the two results indicate that both
representation-level fusion and training-data enrichment are effective, largely
independent routes to improving Arabic emotion-classification performance, and
that of the two, representation-level fusion produced the larger gain on the primary
twelve-class benchmark studied here.

This study has several limitations that should be addressed before the reported
gains are treated as generalizable. Both the twelve-class E-c dataset and the four-
class anger-intensity subset are limited in size and, as documented in Section B.2,
are severely class-imbalanced; this imbalance materially affects the interpretation
of the accuracy/F1l-score divergences observed throughout Section C, and
confidence intervals or repeated-run variance are not currently reported alongside
the single train/test split used here. Transformer embeddings were used as fixed
feature extractors rather than fine-tuned end-to-end; full fine-tuning of MARBERT
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could plausibly exceed the accuracy reported here for the hybrid configuration, at
additional computational cost. The hybrid representation is incompatible with four
of the fifteen classifiers evaluated (Section C.4 and C.8), narrowing its practical
classifier pool relative to single representations. Generalizability across Arabic
dialects beyond those represented in the training corpus has not been separately
evaluated. Finally, as flagged in Section C.5, the supplementary MARBERT-with-
augmentation analysis requires its underlying results table to be completed from
the authors' own experiment logs before submission; the finding is reported here at
the level of the topline numbers already public in this manuscript, not as newly
generated results.

Future work includes: (i) evaluating whether combining hybrid representation
fusion with data augmentation in a single pipeline yields additive or super-additive
gains, once both interventions are evaluated on the same dataset; (ii) end-to-end
fine-tuning of MARBERT within the hybrid representation rather than using it as a
fixed feature extractor; (iii) a detailed per-class error analysis, including confusion
matrices for the Stacking and Logistic Regression hybrid models, to explain the
accuracy/F1 divergences observed in Sections C.2 and C.4; (iv) evaluation on
additional Arabic emotion datasets spanning different dialects to assess
generalizability; and (v) a like-for-like re-evaluation of the hybrid representation
under the exact multi-label protocol used by recently published large-language-
model baselines, to obtain a directly comparable benchmark figure.
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