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Source shift can make phishing detectors appear stronger while concealing
unsafe class-specific errors. This study evaluated TrustPhish-Al, a source-
aware governance and evaluation workflow for three-class detection
Legitimate, Suspicious, and Phishing using controlled augmentation, locked
evaluations, family-disjoint diagnostics, human adjudication, and pre-
specified safety gates. The frozen training set contained 3,732 records from
four source families. Evaluation used a locked 584-record validation set, a
587-record internal test set, a 788-record SMS compound test, and a 200-
record SpamAssassin family-disjoint diagnostic. Classical word- and
character-level TF-IDF logistic regression with cell-balanced augmentation
achieved an internal macro-F1 0f 0.9633 and a compound macro-F1 of 0.5461.
DistilRoBERTa augmentation improved compound macro-F1 by 0.1524
relative to its reference model (95% CI: 0.1143-0.1914), but reduced phishing
recall by 0.2374 and failed the pre-specified safety gates. A hierarchical
transformer repair achieved an internal macro-F1 of 0.9668 and a compound
macro-F1 of 0.5119. Its compound gain was 0.1774 (95% CI: 0.1410-0.2152),
while phishing recall remained 0.2323 below the reference. Governance
review included 492 dual-human consensus records, eight independently
adjudicated disagreements, and protected-overlap screening. Candidate
replacement sources were excluded because of provenance, licensing,
channel, privacy, taxonomy, or overlap concerns; consequently, no records
were added after the training freeze. The results demonstrate that source-
aware augmentation can improve targeted and aggregate performance, but
such gains are insufficient when phishing-recall and severe-error safety
criteria fail. The study contributes a governance and evaluation workflow
rather than evidence of global source resistance or readiness for autonomous
deployment..
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A. Introduction

Phishing email detection has progressed from feature-engineered and
persuasion-cue models to recurrent, attention-based, and transformer architectures
[1]-[6]- However, high scores on source-mixed or in-distribution test sets do not by
themselves establish transferability. Recent multi-dataset and cross-corpus
phishing studies show that performance can vary substantially across datasets and
source-transfer settings [7], [8]. More generally, models can exploit source-
correlated lexical, formatting, or collection cues that fail under a new channel or
source family [9]-[12]. The resulting risk is particularly important in multi-channel
settings, where an apparently improved email model may behave differently when
transferred to SMS.

TrustPhish-Al was designed as a source-aware experimental and governance
workflow rather than as a single model-comparison exercise. This emphasis follows
evidence that in-domain model selection may not identify reliable out-of-
distribution behaviour [8], [10]-[12] and that dataset and model documentation
should state composition, intended use, and limitations explicitly [13], [14]. The
workflow combined a three-class taxonomy, controlled source augmentation,
locked internal and compound evaluations, class-specific safety endpoints, human
source screening, protected-overlap audits, and explicit stop rules. A gain in
aggregate macro-F1 was treated as insufficient when accompanied by substantial
loss of phishing recall or an increase in severe phishing-to-legitimate errors.

Recent phishing datasets and applied studies emphasize the value of data
diversity, real operational email streams, anonymization, and transparent source
composition [5], [15]. The final TrustPhish-Al evidence base showed that additional
Legitimate and Suspicious email diversity could improve family-disjoint
performance, but the source-class matrix remained incomplete: Email Phishing and
the SMS source-class cells did not receive equivalent independent source diversity.
The central scientific question was therefore not whether augmentation could raise
one score, but whether the gain remained acceptable under source shift and
phishing-safety constraints.

Content-based phishing detection has used lexical and semantic features, topic
models, persuasion cues, recurrent convolutional architectures, and operationally
collected email data [2]-[5]. These studies show that strong predictive performance
is achievable, but their datasets, source composition, class balance, and validation
designs differ substantially. Transformer-based phishing detection has
demonstrated the utility of pretrained language models for deceptive email text [6],
building on RoBERTa and distilled transformer architectures [16], [17]. The present
implementation used the publicly released DistilRoBERTa base checkpoint [18].

The present study differs by making source identity and safety trade-offs
primary evaluation objects. Phishing-specific cross-corpus evidence and broader
research on shortcut learning, distribution-shift benchmarks, domain
generalization, and underspecification show that predictors with similar in-domain
performance can diverge sharply outside the development distribution [8]-[12].
Accordingly, the study uses family-disjoint and email-to-SMS analyses, reports class-
specific harm endpoints, and prohibits post-repair tuning on the locked compound
test.
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The governance design also treats documentation and human review as part of
the scientific method. Inter-coder agreement guidance supports explicit
independent review procedures [19], while AC1 provides an additional agreement
coefficient designed to remain stable in high-agreement settings [20]. Datasheets
and model cards motivate transparent reporting of data provenance, intended uses,
evaluation conditions, and prohibited claims [13], [14]. Selective-classification
research provides a conceptual basis for abstaining or restricting uncertain
decisions rather than forcing an operational action [21].

The study aimed to determine whether controlled source augmentation and
hierarchical class-source weighting improved cross-source performance without
violating phishing-safety gates. The following research questions guided the
analysis:

¢ RQ1. Does adding a second independent email source for Legitimate and
Suspicious records improve performance on a family-disjoint diagnostic?

e RQ2. Do classical and transformer augmentations improve macro-F1 under a
compound email-to-SMS shift?

* RQ3. Are aggregate gains accompanied by acceptable phishing recall and severe-
error behaviour?

¢ RQ4. Can hierarchical class-source weighting repair observed safety trade-offs?

* RQ5. Do candidate replacement sources pass the provenance, licensing, channel,
privacy, taxonomy, and protected-overlap gates required for training use?

The study makes four linked contributions to applied information security:

e a source-class matrix that distinguishes targeted diversity gains from broad
source resistance;

e a locked evaluation design combining internal, family-disjoint, and email-to-
SMS tests;

« pre-specified phishing-recall and severe-error gates that can reject aggregate
gains; and

« a governance workflow integrating human adjudication, provenance screening,
privacy checks, and protected-overlap audits.

B. Research Methodology
B.1 Study Design and Phased Governance

A phased, evidence-locked design was used. The training data were frozen
before final source-diversity screening. Model evaluation progressed through
corrected classical augmentation (Phase5C1R), transformer augmentation with
explicit safety gates (Phase5C2), classical hierarchical class-source weighting
(Phase5C3A), and a final pre-specified hierarchical transformer repair (Phase5C3B).
After the Phase5C3B repair, the compound test was locked against further tuning,
threshold adjustment, or model selection. Later phases were limited to source
acquisition, human review, provenance assessment, protected-overlap testing, and
governance closeout.
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Study workflow and governance phases

Phase 3 Phase 4 Phase 5B Phase 5C1B Phase 5C2-C3B Phase 507-D8 Phase 5D10+
Acquisition and =, Baseline and —| Controlled augmentation —>| Corrected classical |~ | Transformer safety gates —>| Human review, overlap, — | Governance closeout
locked splits source-shift diagnostics and training freeze ablation and final repair and source governance and manuscript

Locks: frozen training SHA-256 | validation-only internal calibration | 788-record compound test closed after the final pre-specified repair

Figure 1. Study workflow and evidence locks. Training, validation, compound
evaluation, human review, and governance closeout were separated by versioned
locks that prohibited post-repair tuning on the compound test.

B.2 Label Taxonomy and Conceptual Actions

Messages were represented using three final labels. Legitimate denoted benign
communication without meaningful deception or harmful requested action.
Suspicious denoted warning signs, unsolicited or ambiguous social engineering, or
insufficient evidence for a Phishing decision. Phishing denoted a deceptive attempt
to obtain credentials, an OTP, sensitive information, payment, account action,
malware execution, or interaction with a malicious link or attachment. The
operational taxonomy was informed by established research on phishing, social-
engineering mechanisms, and persuasion cues [1], [4]; it was not treated as a
previously validated deployment taxonomy. The conceptual operational mapping
was Legitimate to Allow, Suspicious to Warn/Restrict, and Phishing to Block. This
mapping was not approved for autonomous deployment in the present study.

B.3 Frozen Internal Training Dataset

The final frozen private internal training file contained 3,732 records and was
identified by SHA-256
44bac703a58d7fb4912b3624f43679c9b3e2fef81e458b5ad7099ed94bbebaf6. It
included four source families and no records were added after the Phase5B2D
freeze. Table 1 presents the complete source-class matrix.

Table 1. Frozen internal training dataset by source, channel, and class

Source Channel Legitimate Suspicious Phishing Total Role

Ling corpus Email 966 280 0 1246 Frozen training
gdl\igddey SMS 134 278 139 551 Frozen training
Nalzarllo Email 0 0 935 935 Frozen training
phishing

SpamAssassin Email 500 500 0 1000 Frozen training
Total Mixed 1600 1058 1074 3732 Study total
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Frozen 3,732-record training dataset by source and class
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Figure 2. Class composition of the frozen internal training dataset. Email Phishing
remained represented by a single source family, while augmentation added a
second email source only for Legitimate and Suspicious records.

B.4 Evaluation Partitions

The internal protocol used 2,732 original or 3,732 augmented training records,
a locked validation set of 584 records, and an internal test set of 587 records.
Temperature scaling for internal models used validation data only. The compound
protocol trained on email-only records (3,115 original or 4,115 augmented records)
and evaluated on a locked 788-record SMS test. Compound models were left
uncalibrated to avoid calibration leakage from the compound training/development
data. A separate 200-record SpamAssassin family-disjoint diagnostic contained 100
Legitimate and 100 Suspicious records and was used only to evaluate the source-
class cells directly targeted by augmentation.

Table 2. Evaluation partitions and lock conditions

Protocol Train N Train Evaluation set EvalN Lock / calibration
channel

Internal 3732  Email+ SMS Internaltest 587  -ocked; validation-only
augmented temperature

T 2,732/ . SpamAssassin Diagnostic; no post-repair
Family-disjoint 3732 Email + SMS diagnostic 200 selection
Colm.pound 3,115 Email only SMS compound 788 Locked; uncalibrated
original
Compound . No further tuning after
augmented 4,115 Email only SMS compound 788 Phase5C3B

B.5 Models and Training

The classical models combined word- and character-level TF-IDF features with
logistic regression, consistent with established content-based phishing approaches
[3]. The initial weighting strategy balanced source-class cells, and the hierarchical
repair separately controlled class and source contributions. Transformer
experiments used the publicly released distilbert/distilroberta-base checkpoint
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[18], combining RoBERTa pretraining [16] with the DistilBERT distillation approach
[17]. The maximum sequence length was 256, batch size 16, prediction batch size
32, gradient accumulation 2, three epochs, learning rate 2e-5, weight decay 0.01,
warm-up ratio 0.1, maximum gradient norm 1.0, and seed 20260726. The final
transformer repair applied hierarchical class-source-balanced weighting while
preserving the pre-specified training and evaluation protocol.

B.6 Metrics, Calibration, and Safety Gates

Primary aggregate endpoints included macro-F1, accuracy, balanced accuracy,
Matthews correlation coefficient, and 15-bin expected calibration error. Macro-
averaging was used to preserve equal attention to each class in the imbalanced
three-class task [22]. Temperature scaling and calibration assessment followed
established neural-network calibration work [23]. Class-specific endpoints included
phishing recall and the phishing-to-legitimate rate, which represented the most
severe error direction. In the transformer safety phase, the documented gates
required an internal macro-F1 noninferiority margin of -0.01, no more than 0.02
degradation in compound phishing recall, and no more than 0.01 increase in the
severe phishing-to-legitimate rate. A model was not approved when aggregate
improvement coexisted with a failed safety endpoint.

B.7 Statistical Analysis

Record-level paired bootstrap comparisons were used to estimate changes
between augmented or repaired models and their phase-specific references.
Phase5C1R and Phase5C2 used 2,000 bootstrap iterations; Phase5C3A and
Phase5C3B used 3,000 iterations. The reported intervals are 2.5th and 97.5th
percentiles. Confidence intervals were interpreted jointly with the pre-specified
noninferiority and safety thresholds rather than as stand-alone evidence of
deployment suitability.

B.8 Human Review, Source Screening, and Overlap Protection

The source-diversity review covered 500 records: 492 achieved dual-human
consensus and eight disagreements were resolved through independent human
adjudication. Observed agreement was 0.984 (95% CI 0.972-0.994), Cohen's kappa
was 0.9755 (95% CI 0.957-0.991), and Gwet's AC1 was 0.9763 (95% CI 0.958-
0.991). Cohen's kappa was reported following standard computational-linguistics
agreement guidance [19], and AC1 was included because it is less vulnerable to the
high-agreement paradox that can affect kappa [20]. Candidate sources were
screened for provenance, record-specific licensing, channel identity, language,
privacy, taxonomy compatibility, duplication, and protected-training overlap. A
protected-overlap audit compared 5,695 candidate and diagnostic records with the
complete frozen training set and found 0 exact and 0 confirmed near overlaps in the
Phase5D7 screened pool. Diagnostic or synthetic OOD records were not converted
into core training records.

B.9 Reproducibility and Al-Assisted Tools
Tables and figures were generated reproducibly from locked result tables using
Python. OpenAl ChatGPT was used to assist with code drafting, document
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organization, literature search, and language refinement. The authors reviewed the
code, source records, numerical outputs, citations, and manuscript text and take full
responsibility for the work. No generative-Al image synthesis was used for the
research figures, and no Al-generated message was treated as real-world core
training evidence.

C. Results and Discussion
C.1 Family-Disjoint Effect of Targeted Augmentation

The strongest directly targeted effect appeared on the 200-record
SpamAssassin family-disjoint diagnostic. For the classical model, observed-label
macro-F1 increased from 0.7613 to 0.9850, a paired-bootstrap gain of 0.2237 (95%
CI 0.1698-0.2840). For DistilRoBERTa, observed-label macro-F1 increased from
0.5199 to 0.9647, a gain of 0.4448 (95% CI 0.3769-0.5174). These improvements
were restricted to the Legitimate and Suspicious email cells that received an
independent augmentation source; Table 3, Panel A therefore reports them as
targeted family-disjoint gains rather than evidence of global source resistance.

C.2 Internal and Compound Evaluation

Internal macro-F1 remained high across all TrustPhish-Al variants (0.9633-
0.9668), whereas locked compound email-to-SMS macro-F1 ranged from 0.4869 to
0.5461. Table 3 directly compares the classical TF-IDF-logistic-regression and
DistilRoBERTa references with the proposed TrustPhish-Al source-aware variants.
TrustPhish-Al is a governance and evaluation workflow rather than a new encoder;
therefore, each proposed implementation is compared with its matched detector
reference under the same evaluation setting.

Table 3. Direct comparison of matched detector references and proposed

TrustPhish-Al variants
Panel A. Family-disjoint diagnostic (targeted Email Legitimate/Suspicious cells)

Detector TrustPhish-Al variant  Ref. F1 Variant F1 Delta 95% CI Outcome
Cell-balanced 0.1698 to .
TF-IDF-LR augmentation 0.7613 0.9850 +0.2237 0.2840 Large targeted gain
DistilRoBERTa Source-aw:.ire 0.5199 0.9647 +0.4448 0.3769 to Tar_geted gain; not global
augmentation 0.5174 resistance
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Panel B. Locked compound email-to-SMS comparison and safety outcomes

TrustPhish-Al variant Ref. F1* VariantF1 Delta (95% CI) r:ci:ﬁing P-to-L rate Safety decision
TF-IDF-LR

cell-balanced 0.4807 0.5461 233’2695: t00.1013) 2525 0.1212 2::;;’1';5‘;::;“""
(Phase5C1R) ’ ’

TF-IDF-LR i .
hierarchical 0.4807 0.5455 E'g '&f’gf t00.1001) %2778 0.1061 F::Lesd pre-specified
(Phase5C3A) . ' 8

DistilRoBERTa i .
augmented 0.3345 0.4869 23'1115:; t00.1914) 0-6263 0.0202 F:;Lesd pre-specified
(Phase5C2) ' ' 8

DistilRoBERTa i .
hierarchical 0.3345 0.5119 23'114717: t00.2152) 06313 0.0202 F:;Lesd pre-specified
(Phase5C3B) " " 8

Note. Bold entries identify the proposed TrustPhish-Al variants. *Matched compound reference F1 was derived
from the locked result table as variant F1 minus the phase-specific delta; both classical phases yield 0.4807 and
both transformer phases yield 0.3345 after rounding. Family-disjoint improvements apply only to the
Legitimate and Suspicious email cells directly diversified by SpamAssassin.

The comparison demonstrates a clear performance-safety trade-off. The
classical variants produced the highest compound macro-F1 values (0.5461 and
0.5455), but their compound phishing recall remained low (0.2525 and 0.2778) and
their phishing-to-Legitimate error rates were 0.1212 and 0.1061. The transformer
variants achieved higher phishing recall (0.6263 and 0.6313) and lower severe-
error rates (0.0202), yet their recall changes (-0.2374 and -0.2323) and severe-rate
changes (+0.0101 in both phases) did not satisfy the pre-specified safety gates. No
single variant therefore dominated both aggregate compound performance and
phishing-safety criteria, and none was approved for autonomous deployment.

Internal and compound performance by experimental phase

1.0 A

0.8

0.6

Macro-F1

0.4 4

0.2

Il Internal test macro-F1
[ Compound email-to-SMS macro-F1

0.0 t
Phase5C1R Phase5C2 Phase5C3A Phase5C3B

Figure 3. Internal versus compound macro-F1. Internal performance was
consistently high, while email-to-SMS performance remained materially lower

C.3 Classical Augmentation

The corrected classical cell-balanced augmentation achieved internal macro-F1
of 0.9633 and compound macro-F1 of 0.5461. Relative to the corrected original
compound model, macro-F1 increased by 0.0654 (95% CI 0.0290-0.1013).
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However, the augmented compound model achieved phishing recall of only 0.2525
and a phishing-to-legitimate rate of 0.1212. The phase therefore supported a
positive aggregate point estimate but did not establish safe source resistance.

C.4 Transformer Augmentation and Safety Rejection

The augmented DistilRoBERTa model achieved internal macro-F1 of 0.9666
and compound macro-F1 of 0.4869. Compound macro-F1 improved by 0.1524 (95%
CI 0.1143-0.1914) versus the transformer reference. Despite this aggregate gain,
compound phishing recall decreased by 0.2374 (95% CI -0.2978 to -0.1809),
exceeding the maximum permitted degradation of 0.02. The severe phishing-to-
legitimate rate increased by 0.0101, also failing the documented threshold. The
phase decision was therefore unsafe aggregate gain and rejection for autonomous
deployment.

C.5 Hierarchical Weighting and Final Transformer Repair

Classical hierarchical class-source balancing produced compound macro-F1 of
0.5455, with a gain of 0.0649 (95% CI 0.0304-0.1001) versus the hierarchical
original model. The phishing-recall change was -0.1869 and the severe-rate change
was +0.0758, so the safety gate remained unmet. The final hierarchical
DistilRoBERTa repair achieved internal macro-F1 of 0.9668 and compound macro-
F1 of 0.5119. Its primary compound gain was 0.1774 (95% CI 0.1410-0.2152), but
phishing recall remained 0.2323 below the original reference (95% CI -0.2930 to -
0.1730). The pre-specified safety gates were not met, and further tuning on the
current compound test was prohibited.

Compound-test safety trade-offs

0.7 1 ~@— Compound phishing recall

=@ Phishing-to-legitimate rate

0.6 1

0.5 1

0.4 1
I
(1]
o
0.3 1
0.2 A
0.1 A \/-\1
0.0 T T T T
Phase5C1R Phase5C2 Phase5C3A Phase5C3B

Figure 4. Compound phishing recall and severe phishing-to-legitimate errors.
Aggregate macro-F1 improvements did not consistently align with safer phishing
decisions.
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C.6 Governance Disposition of Candidate Sources
Table 4. Final source-governance decisions

Soque or Evidence issue Final disposition Model-data use
activity

Record-specific licence and
NLP624 message provenance unresolved; Excluded None

six-class labels not safely
mappable
No row-level channel; mixed

Financial Scams language/channel; residual Rejected as

independent email Sanitized diagnostic

V2 privacy concerns; one protected replacement only

near overlap
S;r(ii}ig’lc?cdgloD Synthetic source family Diagnostic only No core training
Validation2000
corrected Diagnostic source only Diagnostic only No core training
subset
Primary real-  Protocol prepared but not
world email executed because of time and Closed, not executed No new records
collection resource constraints

The governance closeout therefore retained the 3,732-record frozen internal
training file without post-freeze additions. The absence of an acceptable
replacement source prevented a claim that independent Email Phishing or English
SMS source diversity had been achieved.

C.7 Aggregate Gains Were Not Equivalent to Safety

The central finding was a divergence between aggregate cross-source
performance and class-specific phishing safety. The transformer augmentation and
final hierarchical repair both produced statistically supported compound macro-F1
gains relative to their references. Nevertheless, each failed the phishing-recall safety
gate. This pattern is consistent with phishing-specific cross-corpus evidence and the
broader warning that a predictor can appear strong under one evaluation while
remaining unreliable under a different distribution or risk criterion [8]-[12]. A
single aggregate metric therefore cannot be treated as sufficient evidence for
operational phishing detection, especially when the most harmful error direction is
to classify Phishing as Legitimate.

C.8 The Improvement Was Cell-Specific Rather Than Globally Source-
Resistant

The family-disjoint diagnostic showed that adding SpamAssassin records was
effective for the exact source-class cells it diversified: Email Legitimate and Email
Suspicious. The data did not add a second independent Email Phishing source or
independent sources for all SMS class cells. The compound results are therefore
consistent with targeted diversity gains rather than global source invariance. This
interpretation aligns with work showing that broader or merged corpora can
improve coverage while still requiring explicit source documentation and
contamination control [13], [15].
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C.9 Hierarchical Weighting Could Not Substitute for Missing Diversity

Hierarchical class-source weighting changed the distribution of model
attention across existing source-class cells, but it could not create evidence absent
from the data. The mechanism comparison modestly improved the final transformer
compound macro-F1 relative to the augmented cell-balanced transformer, but did
not materially repair phishing safety. This supports the interpretation that
weighting is a secondary mechanism and not a replacement for independent source
diversity.

C.10 Governance Outcomes Were Part of the Scientific Result

The exclusion of NLP624 and the rejection of Financial Scams V2 reduced the
amount of potentially usable data, but prevented uncertain licensing, provenance,
channel identity, residual identifiers, or source-family overlap from entering the
training set. The decision not to fabricate or force a primary collection under time
pressure preserved auditability. In this study, data exclusion and a locked stop
decision were positive governance outcomes rather than procedural failures.

C.11 Operational Implications

The evaluated models should not be represented as autonomous blocking
systems. A safer future architecture would preserve the three-action taxonomy
while treating unresolved or distribution-shifted cases conservatively: Legitimate
decisions may be allowed, Suspicious cases warned or restricted, and high-
confidence Phishing cases blocked only after validation on a new untouched
external test. This use of restriction or abstention is consistent with selective-
classification principles that trade coverage for controlled risk [21]. It remains a
future design implication, not an approval granted by the current results.

C.12 Limitations

1. Source-label confounding remained because Email Phishing and all SMS
source-class cells did not receive independent source diversity comparable
with the augmented email Legitimate and Suspicious cells.

2. No acceptable replacement source was incorporated. NLP624 and Financial
Scams V2 failed governance gates, and primary email collection was not
executed because of time and resource constraints.

3. No new untouched external test followed the final pre-specified repair. The
existing 788-record compound SMS test was locked against further tuning or
model selection.

4. Human validation was concentrated on a 500-record source-screening sample
rather than every candidate record. Diagnostic and synthetic OOD records
were not converted into core training data.

5. The best internal macro-F1 and the best compound macro-F1 were achieved
by different model phases, underscoring the absence of a single approved final
model.

6. The formal institutional ethics approval or exemption identifier remains
pending and must be inserted before submission; no public code or trained-
model archive identifier is currently claimed.
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D. Conclusion

TrustPhish-Al showed that source-aware augmentation can produce large
gains on the source-class cells it directly diversifies and can improve selected
compound metrics. These improvements were insufficient when phishing recall and
severe-error safety were considered. The final governance review froze the 3,732-
record internal training set, excluded inadequately documented or non-
independent replacement sources, prohibited further tuning on the locked
compound test, and approved no model for autonomous deployment. The defensible
contribution is therefore a source-aware, human-governed evaluation workflow
and evidence that safety gates can overturn apparently favourable aggregate results.
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The frozen 3,732-record private training dataset is not included with the
manuscript because the source components have different reuse conditions and the
integrated file remains governed as a private research artifact. Source identifiers,
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