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Abstract 

Deep learning for thyroid ultrasound is usually reported through internal 
discrimination, yet independent validation shows that performance can 
deteriorate across institutions and scanner environments, and studies 
seldom evaluate calibration, transferred operating thresholds, uncertainty 
behaviour and referral utility together under a protocol frozen before 
external data are opened. This study aimed to quantify the internal-to-
external change in discrimination, classification and calibration when a 
model, its temperature, thresholds and preprocessing are frozen before 
external evaluation. A public 3,115-image Kaggle archive underwent 
duplicate and label-conflict review, yielding 3,079 images in fixed Train 
(2,155), Validation (462) and internal Test (462) sets. Four baseline 
architectures and nine Swin-Tiny candidates were compared using 
Validation data only. The selected configuration used focal loss, Gaussian 
training noise (0.03), temperature scaling and 20-pass Monte Carlo (MC) 
Dropout. It was evaluated once internally, then on all 5,000 TN5000 images 
and the official 1,000-image Test subset without fine-tuning, recalibration or 
threshold reselection. Internal Test AUROC was 0.879 (95% CI 0.848–0.909); 
sensitivity 0.827 and specificity 0.753 at threshold 0.50. Full external AUROC 
was 0.828 (95% CI 0.817–0.841), sensitivity 0.910 and specificity 0.529, 
producing 672 false positives among 1,426 benign images. The official Test 
subset yielded AUROC 0.825 and sensitivity 0.915. Exact deduplication had 
negligible effect (AUROC 0.827). At 70% coverage, referring the most 
uncertain cases raised accuracy to 0.857 and sensitivity to 0.951. 
Discrimination transferred but specificity did not, demonstrating that 
internal accuracy alone is insufficient to characterise transportability. The 
frozen, leakage-audited framework supports only human-supervised triage. 
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A. Introduction 

Thyroid nodules are among the most common findings in clinical practice, and 
thyroid ultrasonography is the primary imaging method used to evaluate them 
because it is non-invasive, real-time, radiation-free and widely available [1, 2]. The 
reported incidence of thyroid cancer has risen markedly over recent decades while 
disease-specific mortality has remained largely stable, a divergence attributed in 
substantial part to the increased detection of small, indolent, non-lethal tumours 
through expanded ultrasound use, a pattern widely described as overdiagnosis [3]. 
This clinical context frames the central operating requirement for any diagnostic-
support tool in thyroid ultrasound: it must identify malignancy reliably without 
inflating the already substantial burden of false-positive findings that drive 
unnecessary fine-needle aspiration, surgery and patient anxiety. To standardise 
interpretation, structured risk-stratification systems such as the American College 
of Radiology Thyroid Imaging Reporting and Data System (ACR TI-RADS) and the 
American Thyroid Association guidelines assign sonographic features to guide 
biopsy decisions [1, 2]. Although these systems have improved consistency, feature 
assignment remains observer dependent and shows meaningful interobserver 
variability, particularly among less experienced readers [4], which motivates 
computational decision support that can apply consistent criteria across readers 
and settings. 

Deep learning, and convolutional neural networks in particular, has become the 
dominant methodology for medical image analysis, achieving strong performance 
across classification, detection and segmentation tasks [5]. In thyroid ultrasound 
specifically, reviews document broad adoption of convolutional architectures for 
benign–malignant classification, and multicentre diagnostic studies have reported 
that artificial-intelligence support can improve diagnostic consistency and assist 
junior radiologists [6–12]. Architectural development has progressed from residual 
and densely connected convolutional networks to efficient model scaling and, more 
recently, to transformer-based representations that model long-range spatial 
dependencies through self-attention [13–16]. Within this trajectory, recent thyroid-
ultrasound work has combined generative augmentation and regularisation to 
strengthen internal classification; CGR-Net, published in this journal, integrated 
conditional generative adversarial augmentation, Gaussian regularisation and a 
ResNet50 backbone using the same public 3,115-image archive employed here, and 
reported high internal-test accuracy, sensitivity and specificity [17, 18]. These 
advances establish that high internal discrimination is now routinely attainable on 
curated thyroid-ultrasound archives; how these studies compare on the axes 
relevant to transportability is considered in the Discussion. 

Strong performance on data held out from a single development archive, 
however, does not establish that a model will perform comparably in independent 
settings. A recurring finding across medical imaging is that deep networks can 
achieve high internal accuracy by exploiting dataset-specific acquisition signal, such 
as scanner, device, site or annotation artefacts, rather than the underlying 
pathology; such models appear accurate internally yet degrade, sometimes sharply, 
when transferred to new institutions [19–21]. Systematic appraisals of clinical 
machine-learning studies have reinforced this concern, reporting that a large 
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majority of published models are undermined by methodological limitations 
including the absence of genuine external validation, undocumented data leakage 
and inadequate calibration reporting, such that few are ready for clinical use [22]. 
Independent validation in thyroid ultrasound has itself shown that classification 
performance can fall when a model is applied to a dataset outside its development 
source [23]. Transportability, rather than peak internal accuracy alone, is therefore 
the property that determines clinical readiness. A second, related concern is the 
reliability of the probabilities a model emits: modern neural networks are 
frequently overconfident even when discrimination is acceptable, and post-hoc 
calibration fitted on development data is known to degrade under distribution shift 
[24–26]. A classifier may thus report an acceptable area under the receiver 
operating characteristic curve while being systematically miscalibrated at its 
deployed operating threshold and while giving no signal about which individual 
predictions are unreliable, so that for a triage or second-reader role calibration and 
case-level uncertainty are as consequential as discrimination, yet they are rarely 
reported alongside it. 

Three specific deficits follow from these considerations. First, external 
evaluation in thyroid ultrasound is frequently conducted after the model has been 
fine-tuned, recalibrated or re-thresholded using target-domain labels; such 
adaptation converts external validation into a second round of development and 
obscures how the original, unmodified model would transport. Second, 
discrimination, calibration, operating-threshold transportability and predictive 
uncertainty are seldom assessed together under a single protocol, so a model may 
be characterised as accurate while its behaviour at the deployed threshold, and its 
confidence, remain unexamined [22, 27]. Third, exact-duplicate and cross-dataset 
overlap auditing between development and external archives is rarely reported, 
leaving open whether apparent generalisation partly reflects image reuse, a risk 
heightened when public repositories are combined [22]. Together these deficits 
mean that the question most relevant to deployment, namely how a fixed, fully 
specified model behaves on genuinely independent data, is usually left unanswered. 

This study therefore aimed to quantify the internal-to-external change in 
discrimination, classification and calibration of a thyroid-ultrasound classifier 
under a strictly frozen, leakage-audited external-validation protocol. A calibrated, 
uncertainty-aware Swin-Tiny classifier was developed on a public thyroid-
ultrasound archive using Validation data alone for model selection, temperature 
scaling and threshold definition. The complete model, comprising the checkpoint, 
preprocessing, temperature and three prespecified operating thresholds, was then 
locked before any external label was inspected and evaluated without modification 
on the full 5,000-image TN5000 cohort and its official 1,000-image Test subset [28]. 
Duplicate and cross-dataset overlap were audited before external inference, and 
discrimination, calibration, threshold transportability and Monte Carlo Dropout 
uncertainty were analysed jointly, together with an uncertainty-based selective-
prediction analysis that quantified potential referral utility; reporting followed 
TRIPOD+AI and the CLAIM 2024 update [29, 30]. The contribution is methodological 
rather than architectural: Swin-Tiny, focal loss, temperature scaling, Monte Carlo 
Dropout and selective prediction are each established, and the novelty lies in their 
integration under a freeze strict enough to make the resulting internal-to-external 
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comparison interpretable as evidence of transportability rather than of re-
optimisation. We do not claim that the selected configuration is universally superior; 
indeed, the unmodified Swin-Tiny baseline achieved a higher internal-test area 
under the curve, and the value of the study lies in demonstrating that a sensitivity-
oriented model can retain discrimination while losing the specificity that 
determines clinical burden. 

B. Research Method 

Study design and reporting 

This retrospective computational study comprised model development, 
Validation-only selection and calibration, a one-time internal Test evaluation, and 
independent external validation. No new patients were recruited and no prospective 
clinical decisions were made. Reporting was structured with reference to 
TRIPOD+AI and CLAIM 2024 [29, 30]. Fig. 1 summarises the leakage-controlled 
workflow. 

Development dataset and fixed partitions 

The source development archive was the public Thyroid Cancer Ultrasound 
Dataset on Kaggle [18], also used in the recent CGR-Net study [17]. It contained 
3,115 JPEG images: 1,905 benign and 1,210 malignant. Quality control identified 24 
strong near-duplicate pairs. Both images in 12 cross-label conflict pairs were 
excluded, and one redundant image from each of 12 same-class pairs was removed, 
yielding 3,079 images. Labels were Benign = 0 and Malignant = 1. Table 1 
summarises the analytic roles of all cohorts. The internal Test set was not used for 
checkpointing, candidate selection, temperature fitting or threshold selection. 

Patient identifiers were not available in the public development archive. 
Consequently, the fixed partitions were defined at the image level rather than the 
patient level, and separation of multiple images potentially originating from the 
same patient could not be verified. Duplicate and near-duplicate screening was 
performed before model development to reduce detectable image reuse. TN5000 
was maintained as a separate dataset-level external cohort and was not used for 
training, candidate selection, temperature fitting, threshold selection or fine-tuning. 
Cross-dataset hashing and perceptual-similarity screening detected no exact or 
strong near-duplicate image overlap between the development archive and 
TN5000. External performance was therefore treated as the principal evidence of 
transportability, whereas internal performance estimates were interpreted as 
image-level results. 

Table 1. Study datasets and analytic roles 

Cohort Total Benign Malignant Prevalence Analytic role 

Development Train 2,155 1,320 835 38.7% Model fitting 

Development 
Validation 

462 283 179 38.7% 
Selection, calibration, 
thresholds 

Internal Test 462 283 179 38.7% 
One-time frozen 
evaluation 

https://doi.org/10.33022/ijcs.v15i4.5218
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Cohort Total Benign Malignant Prevalence Analytic role 

TN5000 full external 5,000 1,426 3,574 71.5% 
Primary external 
validation 

TN5000 official Test 1,000 269 731 73.1% 
Secondary external 
benchmark 

TN5000 exact-
deduplicated 

4,874 1,391 3,483 71.5% Sensitivity analysis 

Table 1 Prevalence is reported explicitly because it governs the interpretation of PPV, NPV, 
accuracy and AUPRC across cohorts (see Outcomes and statistical analysis). 

 

Preprocessing and data augmentation 

Images were converted from grayscale to three channels, resized to 224 × 224 
pixels, converted to tensors and normalised using ImageNet statistics [31]. Training 
augmentation comprised mild horizontal flipping and rotation up to 10°. No 
augmentation was applied to Validation, internal Test or TN5000 images. Gaussian 
noise was added only to prespecified training candidates; noise injection acts as a 
regularising perturbation during learning and is equivalent to Tikhonov 
regularisation under mild conditions [32]. For an input tensor x, the perturbed input 
is: 

x̃ = x + ε,   ε ~ N(0, σ² I),   σ ∈ {0.01, 0.03, 0.05}     (1) 

 

Baseline architectures 

Four ImageNet-pretrained architectures were trained using the same fixed 
partitions: ResNet50 [13], DenseNet121 [14], EfficientNet-B3 [15] and Swin 
Transformer-Tiny [16]. Swin Transformer uses hierarchical shifted-window self-
attention, enabling local attention with cross-window interaction [16]. Each 
classification head was replaced with a two-class output layer. 

Proposed configuration and ablation candidates 

Nine Swin-Tiny candidates were evaluated: (A) cross-entropy baseline; (B) focal 
loss [33]; (C) focal loss with Gaussian noise σ ∈ {0.01, 0.03, 0.05}; and (D) focal loss 
with MC Dropout [34] and noise σ ∈ {0.00, 0.01, 0.03, 0.05}. Focal loss down-weights 
well-classified examples via a modulating factor: 

L_focal = −α_t (1 − p_t)^γ log(p_t),   where p_t = p if y = 1, else 1 − p     (2) 

with γ the focusing parameter and α_t the class-balancing weight. Full 
hyperparameters are given in Table 2. 

Validation-only selection, calibration and thresholds 

The highest Validation AUROC was identified, and candidates within 0.005 
AUROC of that value were shortlisted. The candidate with the highest Validation 
sensitivity was selected; remaining ties were resolved by the lowest expected 
calibration error (ECE). Temperature scaling was then fitted on Validation logits 
only [24]. Temperature scaling divides the logit vector z by a single scalar T > 0 
learned by minimising negative log-likelihood on Validation: 
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p̂ = σ(z / T)     (3) 

Because T is a monotonic transformation, it cannot change AUROC; it modifies 
only the probability scale and therefore the calibration and any probability-based 
threshold. Three operating thresholds were then frozen: 0.500; the Validation 
Youden threshold, which maximises sensitivity + specificity − 1 [35]; and the lowest 
Validation threshold achieving sensitivity ≥ 0.85. 

Algorithm 1 states the freeze protocol. Its purpose is to make explicit that no 
step after line 6 was permitted to observe an external label. 

 

Algorithm 1 — Frozen external-validation protocol 

1:  Partition D_kaggle → Train / Val / Test  (image level; fixed once) 

2:  for each candidate c in {4 baselines} ∪ {9 Swin-Tiny configs} do 

3:      train c on Train; checkpoint by AUROC(Val) 

4:  S ← {c : AUROC_Val(c) ≥ max_c AUROC_Val(c) − 0.005} 

5:  c* ← argmax_{c∈S} Sens_Val(c);  ties → min ECE_Val(c) 

6:  T ← argmin_T NLL(σ(z_Val / T));  τ ← {0.500, Youden_Val, Sens85_Val} 

7:  FREEZE (c*, T, τ, preprocessing, n_MC = 20)      ◁ nothing below may alter these 

8:  evaluate c* on Test once                          ◁ internal, one-time 

9:  open D_TN5000;  audit duplicates & cross-dataset overlap 

10: evaluate c* on TN5000_full, TN5000_officialTest, TN5000_dedup 

11: return metrics at all τ, no reselection 

Internal Test evaluation 

After all choices were frozen, the selected checkpoint was evaluated once on the 
untouched internal Test set. Twenty stochastic MC-Dropout passes were used [34]. 
The complete model remained in evaluation mode while Dropout layers alone were 
activated. Frozen temperature scaling was applied to the mean logits. Let p⁽ᵗ⁾ denote 
the malignant-class probability at stochastic pass t. The predictive mean and 
predictive uncertainty are 

p̄ = (1/N) Σ_{t=1}^{N} p⁽ᵗ⁾,     N = 20     (4) 

u = sqrt( (1/N) Σ_{t=1}^{N} (p⁽ᵗ⁾ − p̄)² )     (population SD, ddof = 0)     (5) 

TN5000 preflight, integrity assessment and cohorts 

TN5000 comprises 5,000 B-mode ultrasound images with PASCAL VOC-style 
annotations and biopsy-confirmed labels [28]. Preflight confirmed 5,000 readable 
images and 5,000 valid annotations: 1,426 benign and 3,574 malignant. Official split 
counts were 3,500 Train, 500 Validation and 1,000 Test, with no overlap among 
official split IDs. The primary external cohort included all 5,000 eligible whole 
images; the official 1,000-image Test subset was evaluated separately. 

External inference 

The Phase 4 checkpoint, temperature and thresholds were loaded directly from 
the frozen package. No optimiser or training loop was used. Images received the 
same evaluation preprocessing as the internal Test images. External inference used 
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20 MC-Dropout passes. Each pass was cached to persistent storage to permit 
resumption after runtime interruption. Mean logits, temperature-scaled malignant 
probabilities, predictive standard deviation and predictive entropy were saved for 
every image. 

Outcomes and statistical analysis 

Primary discrimination outcomes were AUROC and area under the precision-
recall curve (AUPRC) [36]. Threshold-dependent outcomes included accuracy, 
sensitivity, specificity, precision/positive predictive value (PPV), negative 
predictive value (NPV), F1-score, balanced accuracy and Matthews correlation 
coefficient (MCC) [37]. Calibration outcomes were Brier score [38], 15-bin ECE [24] 
and negative log-likelihood. ECE is the bin-weighted gap between confidence and 
accuracy: 

ECE = Σ_{m=1}^{M} (|B_m| / n) · | acc(B_m) − conf(B_m) |,     M = 15     (6) 

Ninety-five per cent confidence intervals were estimated with 1,000 image-level 
nonparametric bootstrap samples [39]. The internal-versus-external AUROC 
difference was assessed by comparing bootstrap confidence intervals; DeLong's test 
[40] was not applicable because the cohorts are independent rather than paired (the 
same cases are not scored by both). Selective prediction retained the least-uncertain 
100%, 90%, 80% and 70% of cases [41]. Analyses used Python with PyTorch [42], 
scikit-learn [43], NumPy [44] and pandas [45]. 

Malignant-image prevalence was 38.7% in the internal Test set and 71.5% in the 
full TN5000 cohort. Because PPV and NPV depend on prevalence, these were 
interpreted as cohort-specific quantities rather than invariant properties of the 
classifier. Critically, AUPRC is subject to the same dependence: its no-skill baseline 
equals prevalence (0.387 internally, 0.715 externally), so external AUPRC is not 
comparable to internal AUPRC and a higher external value does not indicate better 
performance. Sensitivity, specificity, AUROC, calibration measures and absolute 
confusion-matrix counts were therefore reported alongside predictive values. 

Experimental setup and computational environment 

The shared training protocol used AdamW [46] with learning rate 1 × 10⁻⁴, 
weight decay 1 × 10⁻⁴, a cosine-annealing schedule [47], batch size 32, a maximum 
of 50 epochs, early-stopping patience of 10, and random seed 42. Checkpoint 
selection used Validation AUROC. Table 2 lists the complete frozen configuration. 

 

Table 2. Frozen model configuration, hyperparameters and computational 
environment 

Parameter Value 

Architecture swin_t (Swin Transformer-Tiny), ImageNet-pretrained 

Selected candidate D_focal_noise_mc_0.03 

Loss Focal loss 

Training Gaussian noise σ 0.03 

MC Dropout / passes True / 20 

Optimiser AdamW 
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Parameter Value 

Learning rate / weight decay 1 × 10⁻⁴ / 1 × 10⁻⁴ 

Scheduler Cosine annealing 

Batch size 32 

Max epochs / early-stopping 
patience 

50 / 10 

Best epoch 27 

Random seed 42 

Input resolution 224 × 224, 3-channel, ImageNet normalisation 

Temperature (frozen) 1.884709119796753 

Standard threshold 0.500000 

Youden threshold 0.694111 

Clinical-sensitivity threshold (Sens 
≥ 0.85) 

0.452001 

Table 2 All model and training parameters were frozen before any external label was inspected. 

 

Use of generative artificial intelligence in manuscript preparation 

OpenAI ChatGPT was used to assist with manuscript drafting, language 
refinement, document organisation and code troubleshooting. It was not used to 
generate or alter source images, labels, model predictions, statistical results or 
scientific figures. All AI-assisted content was independently checked and revised by 
the authors, who take full responsibility for the final manuscript. 

https://doi.org/10.33022/ijcs.v15i4.5218
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Figure 1. Leakage-controlled development, frozen internal testing and 
independent external validation workflow. The checkpoint, preprocessing, 

temperature and thresholds are locked (freeze bar) before any external label is 
inspected. 

 

C. Result and Discussion 

Cohort and quality-control results 

The development dataset included 3,079 images, with 2,155 used for training 
and 462 each for Validation and internal Test. Malignant-image prevalence was 
38.7% in the internal Test set. TN5000 preflight found 5,000 eligible images, 
including 3,574 malignant (71.5%) and 1,426 benign (28.5%). The official Test 
subset contained 1,000 images. Exact-deduplication reduced the full external cohort 
to 4,874 images. No cross-dataset exact or strong near-duplicate match was 
detected. 

Baseline architecture comparison 

Among the four baselines, Swin-Tiny achieved the highest internal Test AUROC 
(0.900), accuracy (0.842), specificity (0.929) and MCC (0.664). DenseNet121 
achieved the highest sensitivity (0.799) among the baseline models. These results 
supported Swin-Tiny as the backbone for the reliability-focused ablation. Baseline 
results are summarised in Table 3 and Fig. 2. 

Table 3. Internal performance of the four baseline architectures 

Model Val AUROC Test AUROC Accuracy Sensitivity Specificity MCC 
ResNet50 0.823 0.855 0.786 0.698 0.841 0.545 
DenseNet121 0.842 0.866 0.825 0.799 0.841 0.635 
EfficientNet-B3 0.823 0.838 0.760 0.726 0.781 0.501 
Swin-Tiny 0.849 0.900 0.842 0.704 0.929 0.664 
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Figure 2. Internal Test receiver operating characteristic curves for the four 

baseline architectures. 

Ablation and frozen candidate 

Validation AUROCs across the nine candidates ranged from 0.8245 to 0.8615. 
The selected D_focal_noise_mc_0.03 candidate achieved Validation AUROC 0.8559, 
sensitivity 0.8268, specificity 0.7032 and a selection-stage ECE of 0.1398. It was 
selected because it lay within 0.005 of the maximum Validation AUROC and had the 
highest sensitivity among shortlisted candidates. Table 4 and Fig. 3 summarise the 
ablation. The ablation isolates the contribution of each component: focal loss alone 
reduced Validation sensitivity relative to cross-entropy (0.592 vs 0.698), Gaussian 
noise at σ = 0.03 raised sensitivity sharply at severe cost to specificity (0.866 / 
0.580), and adding MC Dropout to that configuration recovered the sensitivity–
specificity balance (0.827 / 0.703) while supplying the predictive-uncertainty signal 
required for selective prediction. 

 

Table 4. Validation ablation results for the nine Swin-Tiny candidates 

Candidate Loss Noise MC Epoch AUROC Sens. Spec. ECE* 

A_baseline cross_entropy 0.00 No 7 0.859 0.698 0.866 0.056 

B_focal focal 0.00 No 11 0.846 0.592 0.890 0.060 

C_noise_0.01 focal 0.01 No 25 0.852 0.726 0.834 0.090 
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Candidate Loss Noise MC Epoch AUROC Sens. Spec. ECE* 

C_noise_0.03 focal 0.03 No 13 0.843 0.866 0.580 0.174 

C_noise_0.05 focal 0.05 No 21 0.840 0.782 0.760 0.098 

D_MC_0.00 focal 0.00 Yes 32 0.843 0.732 0.823 0.127 

D_MC_0.01 focal 0.01 Yes 15 0.841 0.799 0.731 0.081 

D_MC_0.03 
(selected) 

focal 0.03 Yes 27 0.856 0.827 0.703 0.140 

D_MC_0.05 focal 0.05 Yes 10 0.827 0.810 0.671 0.152 

Table 4 C_noise_x denotes focal loss with Gaussian noise; D_MC_x denotes focal loss with MC 
Dropout and Gaussian noise. *ECE values are selection-stage candidate metrics from the ablation 
output. Calibration-stage ECE, recomputed from 20-pass mean Validation probabilities for the 
frozen checkpoint, was 0.1417 before and 0.1066 after temperature scaling (Table 5). 

 

For calibration of the frozen checkpoint, ECE was recomputed from the mean 
Validation probabilities across 20 MC-Dropout passes; temperature scaling reduced 
this calibration-stage ECE from 0.1417 to 0.1066 (Fig. 4). 

 
Figure 3. Validation comparison of all nine proposed-model candidates. 

 

Calibration: what temperature scaling did and did not achieve 

Table 5 separates the six ECE estimates that arise at different stages of this study, 
because conflating them is easy and misleading. 

 

Table 5. Expected calibration error by evaluation stage 

Stage Cohort Computation ECE Interpretation 

Selection-stage Validation 
Single-pass candidate 
output during ablation 

0.1398 
Used only for tie-
breaking among 
shortlisted candidates 
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Stage Cohort Computation ECE Interpretation 

Calibration-stage, 
pre-scaling 

Validation 
20-pass mean 
probabilities, frozen 
checkpoint 

0.1417 
Baseline against which T 
was fitted 

Calibration-stage, 
post-scaling 

Validation 
20-pass mean, T = 
1.885 

0.1066 
In-sample for T — 
improvement is partly 
self-fulfilling 

Internal Test, post-
scaling 

Internal Test 20-pass mean, frozen T 0.1278 
Out-of-sample: 
calibration remains poor 
(> 0.10) 

External full, post-
scaling 

TN5000 
(5,000) 

20-pass mean, frozen T 0.0631 
Apparently good, but 
confounded by 
prevalence shift 

External official Test, 
post-scaling 

TN5000 
(1,000) 

20-pass mean, frozen T 0.0775 As above 

 
Figure 4. Validation calibration before and after frozen temperature scaling. 

Untouched internal Test performance 

On the internal Test set, AUROC was 0.879 (95% CI 0.848–0.909) and AUPRC 
was 0.844. At threshold 0.50, accuracy was 0.781, sensitivity 0.827, specificity 0.753, 
PPV 0.679, NPV 0.873, F1 0.746 and MCC 0.565. The Youden threshold increased 
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specificity to 0.883 and accuracy to 0.814, while reducing sensitivity to 0.704. The 
clinical threshold increased sensitivity to 0.849 while reducing specificity to 0.696. 
Standard-threshold internal results are included in Table 6. 

Full-cohort external validation 

On all 5,000 TN5000 images, AUROC was 0.828 (95% CI 0.817–0.841) and 
AUPRC was 0.916. At threshold 0.50, accuracy was 0.801, sensitivity 0.910, 
specificity 0.529, PPV 0.829, NPV 0.701, F1 0.868 and MCC 0.482. This operating 
point produced 672 false-positive classifications among 1,426 benign images. The 
Youden threshold increased specificity to 0.783 but reduced sensitivity to 0.715. The 
clinical threshold increased sensitivity to 0.931 while reducing specificity to 0.471. 

The internal and external AUROC confidence intervals do not overlap (internal 
lower bound 0.848 > external upper bound 0.841), indicating that the 0.050 
decrease in discrimination is unlikely to be attributable to sampling variability 
alone. The official TN5000 Test subset produced AUROC 0.825, AUPRC 0.924, 
accuracy 0.802, sensitivity 0.915 and specificity 0.494 at threshold 0.50; clinical-
threshold sensitivity was 0.934. Exact-deduplicated full-cohort AUROC was 0.827 
versus 0.828 in the dataset-defined cohort, indicating negligible influence of exact 
duplicates on discrimination. 

 

Table 6. Standard-threshold internal and external performance 

Cohort N Prev. AUROC AUPRC 
AUPRC 
floor 

Acc. Sens. Spec. F1 MCC ECE 

Internal 
Test 

462 0.387 0.879 0.844 0.387 0.781 0.827 0.753 0.746 0.565 0.128 

TN5000 full 5,000 0.715 0.828 0.916 0.715 0.801 0.910 0.529 0.868 0.482 0.063 

TN5000 
official Test 

1,000 0.731 0.825 0.924 0.731 0.802 0.915 0.494 0.871 0.458 0.078 

TN5000 
deduplicate
d 

4,874 0.715 0.827 0.915 0.715 0.801 0.911 0.523 0.867 0.480 0.062 

Table 6 The AUPRC floor column is the no-skill baseline, equal to prevalence. External AUPRC 
(0.916) exceeds internal AUPRC (0.844) despite lower AUROC because the external floor is 0.715 
rather than 0.387; the two values are therefore not comparable. Gain over floor is +0.457 internally 
versus +0.201 externally. 

 

Table 7. Threshold trade-offs in the full TN5000 external cohort 

Threshold Value Accuracy Sensitivity Specificity PPV NPV FN FP 

Standard 0.500 0.801 0.910 0.529 0.829 0.701 321 672 

Youden 0.694 0.734 0.715 0.783 0.892 0.523 1,019 309 

Clinical 0.452 0.799 0.931 0.471 0.815 0.730 248 755 

Table 7 No threshold was reselected externally. The Youden threshold, which was optimal on 
Validation, transfers worst: it more than triples false negatives (321 → 1,019) to recover specificity. 
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Figure 5. Internal–external comparison at the standard threshold. 

 
Figure 6. External receiver operating characteristic, precision–recall, and 

calibration curves for the full TN5000 cohort. The precision–recall panel should be 
read against the no-skill floor, which equals prevalence (0.715). 
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Uncertainty and selective prediction 

Using the frozen clinical threshold, external accuracy increased from 0.799 at 
100% coverage to 0.857 at 70% coverage. Sensitivity increased from 0.931 to 0.951, 
while false negatives among retained cases decreased from 248 to 131. Specificity 
among retained cases also improved, from 0.471 to 0.556. A similar monotonic 
pattern was observed internally (accuracy 0.755 → 0.855; sensitivity 0.849 → 
0.900), supporting predictive uncertainty as a referral signal. Table 8 reports the 
external risk-coverage relationship; Fig. 7 shows it graphically. 

 

Table 8. External selective prediction at the frozen clinical threshold 

Coverage Retained Referred Accuracy Sens. Spec. FN 
Selective 
risk 

1.0 5,000 0 0.7994 0.9306 0.4705 248 0.2006 

0.9 4,500 500 0.8138 0.9357 0.4919 210 0.1862 

0.8 4,000 1,000 0.8320 0.9416 0.5193 173 0.1680 

0.7 3,500 1,500 0.8566 0.9508 0.5557 131 0.1434 

Table 8 Referring 30% of cases to human review reduces selective risk by 28.5% relative (0.2006 → 
0.1434), but at a workload cost of 1,500 additional expert reads per 5,000 images — a trade-off this 
study cannot price. 

 

 
Figure 7. External predictive uncertainty distribution and risk–coverage curve. 

 

Discussion 

This study developed a leakage-controlled, calibrated, uncertainty-aware Swin-
Tiny classifier and subjected it to independent external validation without 
retraining or retuning. Three findings are central. First, discrimination remained 
useful on TN5000, with AUROC above 0.82 in both the complete cohort and the 
official Test subset, although the decrease from internal performance was 
statistically discernible. Second, the error profile changed materially: malignant-
case sensitivity rose above 0.91 at the standard threshold, whereas specificity fell to 
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approximately 0.53. Third, uncertainty-based referral improved performance 
among retained cases, indicating that the model's stochastic variability carried 
actionable information about difficult or shifted examples. 

Three numbers that look like strengths and are not 

We draw attention to three results that superficially favour the model, because 
each is an artefact of cohort composition rather than evidence of transfer. 

• External AUPRC (0.916) exceeds internal AUPRC (0.844) despite lower AUROC. 
The AUPRC no-skill floor equals prevalence: 0.715 externally versus 0.387 
internally. Gain over floor is therefore +0.201 externally versus +0.457 
internally — the opposite of the naive reading. 

• External ECE (0.063) appears better than internal Test ECE (0.128). The same 
enrichment is implicated: in a cohort that is 71.5% malignant, a classifier biased 
towards predicting malignancy is right more often, and confidence–accuracy 
alignment improves without any gain in underlying reliability. The out-of-
sample internal Test ECE of 0.128 is the honest estimate of what temperature 
scaling achieved, and it exceeds 0.10. 

• Similar accuracy internally (0.781) and externally (0.801) conceals the error-
profile change. In the malignant-enriched external cohort, correctly identified 
malignant images numerically offset 672 false positives. Accuracy is 
prevalence-dependent and should not be read as evidence of stable 
performance. 

The internal-to-external AUROC decrease of 0.050 is moderate in magnitude but 
the bootstrap confidence intervals do not overlap (0.848–0.909 versus 0.817–
0.841). We therefore describe the decline as real but not catastrophic, rather than 
as negligible. 

Comparison with prior work 

Independent thyroid-ultrasound validation has previously shown that 
performance can fall when a model is transferred to a new dataset [23], consistent 
with cross-site findings in other imaging domains where networks learn acquisition 
signal rather than pathology [19, 20]. CGR-Net, recently published in this journal, 
reported 94.66% accuracy, 92.59% sensitivity and 96.06% specificity after 
conditional generative augmentation and Gaussian-regularised ResNet50 training 
on the same 3,115-image Kaggle source archive [17]. Direct numerical comparison 
is inappropriate because the data partitions, augmentation strategy, model-
selection objective and evaluation design differ, and because those figures are 
internal-Test values whereas ours are external. We deliberately present Table 9 
with an explicit "frozen external validation?" column rather than an accuracy-
ranked leaderboard: ranking internal accuracy against external accuracy would 
reproduce precisely the error this paper exists to document. More broadly, rigorous 
evaluation of clinical AI requires dataset separation, external validation, 
representative test populations and workflow studies rather than internal accuracy 
alone [12, 27]. 
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Table 9. Comparison of representative thyroid-ultrasound AI studies 

Study Model Dataset / 
centres 

Reported 
performance 

Frozen external 
validation? Principal limitation 

Peng et al. 
2021 [8] CNN (ThyNet) Multicentre, 

China NR 

Partial — 
external cohorts, 
threshold 
handling not 
frozen 

No calibration or 
uncertainty reporting 

Chen et al. 
2022 [11] 

TI-RADS 
feature-based AI 

Single/multi-
reader NR No 

Feature-derived; not 
raw-image 
transportability 

Weng et al. 
2023 [23] CNN Independent 

external dataset NR Partial 
Discrimination only; 
no 
calibration/threshold 
transfer 

Xu et al. 2024 
[9] 

AI reader 
assistance 

Multicentre 
prospective NR No 

Reader-assistance 
endpoint, not model 
transportability 

Cozzi et al. 
2025 [48] 

Attention U-Net 
(segmentation) 

Multi-
institutional NR Independent 

testing 
Segmentation task; 
classification transfer 
not assessed 

Qadir 2026 
(CGR-Net) 
[17] 

cGAN + 
Gaussian-
regularised 
ResNet50 

Kaggle 3,115 
images, single 
archive 

Acc 94.66%, Sens 
92.59%, Spec 
96.06% (internal) 

No 
Internal Test only; no 
external cohort, 
calibration or 
uncertainty 

This study 

Swin-Tiny + 
focal + noise + 
MC Dropout + 
temperature 
scaling 

Kaggle 3,079 
(dev) → TN5000 
5,000 (external) 

Internal AUROC 
0.879; external 
AUROC 0.828, Spec 
0.529 

Yes — model, 
temperature, 
thresholds, 
preprocessing 
frozen 

Image-level splits (no 
patient IDs); whole-
image, not ROI 

Table 9 Representative studies are compared on model, data provenance, reported performance, 
whether external evaluation was conducted with all decisions frozen in advance, and principal 
limitation. Numeric performance is deliberately not ranked across rows because partitions, 
selection objectives and evaluation designs differ. Cells marked NR were not reported in a directly 
comparable form in the cited source. 

 

The specificity collapse and its clinical meaning 

At the frozen 0.50 threshold, sensitivity rose from 0.827 internally to 0.910 
externally, whereas specificity fell from 0.753 to 0.529 — 672 false positives among 
1,426 benign images. Although prioritising sensitivity may be defensible for a triage 
system intended to minimize missed malignancies, this false-positive burden cannot 
be considered clinically benign: it may increase specialist referrals, repeat 
ultrasonography, biopsy consideration, patient anxiety and healthcare workload. 
The trade-off supports, at most, a human-supervised triage or second-reader role in 
which positive or uncertain outputs prompt expert reassessment rather than direct 
clinical intervention. 

The substantial prevalence shift further affects interpretation. At a fixed 
threshold, higher prevalence generally increases PPV and decreases NPV; 
consistently, PPV rose from 0.679 to 0.829 while NPV fell from 0.873 to 0.701. These 
changes cannot be attributed to prevalence alone because sensitivity and specificity 
also changed under domain and case-mix shift. The predictive values observed in 
TN5000 are specific to its malignant-enriched composition and should not be 
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extrapolated to screening populations or general radiology clinics with substantially 
lower malignancy prevalence. 

Why the selected model is not the best internal model 

The unmodified Swin-Tiny baseline achieved a higher internal Test AUROC 
(0.900) than the selected configuration (0.879). This is not a defect of the selection 
rule but a consequence of it. The candidate was chosen under a prespecified 
Validation-only rule that prioritised sensitivity among near-leading AUROC 
candidates and added calibration and uncertainty capabilities; internal Test AUROC 
was not an input to that decision and could not be, without destroying the one-time-
evaluation guarantee. Reporting the baseline's superior internal number is itself 
part of the argument: had we selected on Test AUROC, we would have reported a 
better internal result and learned nothing about transportability. 

Strengths and limitations 

Strengths.  

• Dataset-level separation of TN5000 from the development archive, with cross-
dataset duplicate screening, reducing external leakage risk. 

• All calibration and threshold decisions frozen before external inference, with 
the freeze specified as an algorithm rather than a claim. 

• Three external cohorts analysed: full TN5000, official Test subset, and exact-
deduplicated cohort, with near-identical AUROC across all three. 

• Reliability assessed on four axes — discrimination, calibration, threshold 
transportability and uncertainty — rather than discrimination alone. 

• Bootstrap confidence intervals throughout, and resumable stochastic inference. 

Limitations.  

• Patient identifiers were unavailable in the public development archive, so 
internal partitions and bootstrap inference were image-level. Correlated 
images from one patient may appear in more than one internal partition, 
potentially inflating internal estimates and narrowing confidence intervals 
relative to patient-clustered inference. Because the internal estimate is the 
anchor for the internal-to-external comparison, this may make the observed 
decline appear larger than it is. External validation mitigates but does not 
remove this uncertainty. 

• External specificity was 0.529 at threshold 0.50, producing 672 false positives; 
referral workload, unnecessary biopsy, patient anxiety, cost and net clinical 
benefit were not measured. 

• TN5000 was malignant-enriched (71.5% versus 38.7%), so PPV, NPV, accuracy 
and AUPRC are cohort-specific. 

• A single random seed (42) and one run per configuration were used, so metrics 
are point estimates from one training trajectory rather than mean ± SD across 
seeds. Between-candidate differences in the ablation, several of which are 
small, are therefore not distinguishable from seed variance. 

• Evaluation was whole-image rather than ROI-cropped, and no scanner-, device- 
or vendor-stratified analysis was possible. 
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• No prospective reader study or decision-curve analysis was performed. 

Clinical and Research Implications 

The model should be considered a candidate human-supervised triage or 
second-reader system rather than an autonomous diagnostic tool. Its high 
sensitivity may be useful where missed malignancy is especially costly, but the 
standard-threshold external specificity of 0.529 generated 672 false positives 
among 1,426 benign images. Positive or uncertain outputs should trigger expert 
reassessment rather than direct biopsy or treatment decisions. 

The study was designed to evaluate transportability of prespecified thresholds 
rather than to optimise performance on TN5000; accordingly, no external threshold 
reselection was undertaken. Although threshold adaptation could improve 
specificity, it should be conducted only in a separate target-domain calibration 
cohort and then assessed in an untouched prospective evaluation cohort. 
Prospective reader studies, decision-curve analysis [49], workflow simulation and 
explicit measurement of referral burden are required before the clinical 
acceptability of this trade-off can be established [12, 27]. 

Future Work 

1. Patient- and institution-grouped partitioning with patient-clustered bootstrap 
inference, in archives where identifiers are available, to remove the principal 
internal-validity limitation of this study. 

2. Future work should investigate the mechanism of external specificity loss using 
attention rollout [50], Grad-CAM [51] and shortcut-learning analyses, including 
scanner- and vendor-stratified evaluations. 

3. Comparison of MC Dropout against deep ensembles [52] and other uncertainty 
estimators under the same frozen protocol, since ensembles have been 
reported to retain calibration better under dataset shift [26]. 

4. Target-domain recalibration studies that fit temperature and thresholds in a 
dedicated calibration cohort and evaluate in a separate untouched cohort, 
quantifying how much specificity is recoverable without leakage. 

5. Prospective multicentre reader studies with representative malignancy 
prevalence, decision-curve analysis and explicit measurement of referral 
workload. 

6. ROI-cropped and multi-view evaluation, and extension of the frozen protocol to 
detection and segmentation endpoints. 

 

D. Conclusion 

A calibrated, uncertainty-aware Swin-Tiny classifier retained useful 
discrimination and high malignant-case sensitivity on an independent 5,000-image 
thyroid-ultrasound dataset when the model, temperature, thresholds and 
preprocessing were frozen before evaluation. The external AUROC decrease was 
moderate but statistically discernible, and specificity declined substantially, 
demonstrating that internal accuracy alone is insufficient to characterise 
transportability. Apparent external improvements in AUPRC and calibration were 

https://doi.org/10.33022/ijcs.v15i4.5218


 The Indonesian Journal of Computer Science 

https://doi.org/10.33022/ijcs.v15i4.5218 6066  

artefacts of prevalence enrichment rather than evidence of transfer. The 
contribution is the rigorous integration of frozen external validation, calibration, 
leakage auditing, threshold transfer and uncertainty-aware referral, not a new 
backbone. The findings support only a human-supervised triage interpretation: 
false-positive burden, prevalence-dependent predictive values and setting-specific 
thresholds must be evaluated prospectively. Patient-level, multicentre validation 
with representative prevalence and independent threshold assessment is required 
before clinical deployment. 
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