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Rapid urbanization in Busia Municipality, Uganda, has overwhelmed
traditional waste management systems, leading to low collection coverage of
only forty to fifty-five percent and widespread improper waste disposal
practices. This paper presents a hybrid deep learning system for on-device
municipal waste classification integrated with capacitated vehicle routing
optimization. The proposed architecture combines MobileNetV2 and
ResNet50 as parallel feature extractors, aggregates their outputs through a
Random Forest meta-classifier, and achieves 99.78 percent classification
accuracy across four waste categories: organic, recyclable, hazardous, and
general. The model is deployed using TensorFlow Lite for edge inference
with an average latency of 1.2 seconds per image, eliminating dependency on
continuous internet connectivity. For collection logistics, a two-stage
optimization framework implements a Cluster-First Route-Second heuristic
with Haversine distance-based geographic clustering and nearest-neighbor
sequencing to approximate solutions to the Capacitated Vehicle Routing
Problem. Experimental results demonstrate a 22.1 percent reduction in total
travel distance and 19.8 percent reduction in collection time compared to
manual routing baselines. The complete system is implemented as a Flutter-
based mobile application with Supabase backend, Firebase Cloud Messaging
for real-time notifications, and Google Maps Directions API for live traffic
integration. A comprehensive evaluation of 8,326 labeled waste images,
training convergence analysis, ROC-AUC metrics, calibration curves, and
ablation studies provides rigorous validation of the proposed approach. This
work establishes that offline-first, edge-Al architectures can achieve state-of-
the-art classification accuracy while simultaneously optimizing municipal
logistics in low-resource settings.
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A. Introduction

[1] projected that global municipal solid waste generation will reach 3.4
billion tonnes by 2050, with approximately one-third currently managed in
environmentally unsafe ways. In sub-Saharan Africa, the waste management crisis
is particularly acute. [2] documented that Uganda generates over 1,000 tonnes of
solid waste daily in Kampala alone, yet less than fifty percent is effectively
collected through formal systems. Busia Municipality, a cross-border trading hub
located in Eastern Uganda along the Kenya border, exemplifies these challenges.
The municipality generates significant waste volumes from households, markets,
transportation corridors, and small-scale businesses, yet formal collection covers
only forty to fifty-five percent of total waste generated [14]. The remaining waste
is disposed of through open dumping or uncontrolled burning, causing drainage
blockages, water source contamination, and contributing to disease outbreaks
including cholera and malaria during rainy seasons.

Current waste management practices in Busia suffer from multiple systemic
inefficiencies. Waste segregation at the source is virtually nonexistent, with
residents mixing organic, recyclable, hazardous, and general waste due to limited
awareness and education. Collection schedules are inconsistent, operating through
a combination of municipal services, contracted private operators, and informal
laborers without centralized coordination. Most operational data are recorded
manually on paper, limiting effective planning, monitoring, and optimization. The
only official dumping site is located in Osapiri village, several kilometers from the
town center, which further reduces collection efficiency and increases
transportation costs. [3] noted that similar challenges affect major East African
cities, with collection efficiency estimated at approximately sixty percent in
Nairobi, fifty-five percent in Kigali, and forty to fifty percent in Dar es Salaam.

[4] demonstrated that deep learning offers a transformative opportunity for
waste management, achieving 97.55 percent accuracy using MobileNetV2 for
recyclable waste classification. [5] developed an automated framework combining
Convolutional Neural Networks for feature extraction, Region-based CNN for
object detection, and Random Forest for final classification, achieving ninety-five
percent accuracy. For route optimization, [6] showed that Capacitated Vehicle
Routing Problem optimization with Google OR-Tools can reduce fleet travel
distance by 1.59 times. [7] proposed a Graph Attention Network encoder with
pointer network decoder that achieved average route costs with only 5.40 percent
error from optimum and inference time of 0.0234 seconds. However, most existing
solutions require stable internet connectivity, high computational resources, and
extensive local datasets, limiting their practical deployment in low-resource
municipalities such as Busia [11][12].

To address these gaps, this paper presents a hybrid deep learning system for
on-device municipal waste classification integrated with capacitated vehicle
routing optimization. The proposed architecture makes four primary contributions
to the field of intelligent waste management. First, a dual-stream feature extraction
framework combining MobileNetV2Z and ResNet50 with Random Forest
aggregation achieves 99.78 percent classification accuracy, surpassing existing
state-of-the-art models on comparable waste classification tasks. Second, the
system implements TensorFlow Lite deployment for edge inference with 1.2
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second average latency, enabling offline operation independent of continuous
internet connectivity. Third, a two-stage optimization framework using Haversine-
based geographic clustering and nearest-neighbor sequencing approximates
Capacitated Vehicle Routing Problem solutions, reducing total travel distance by
22.1 percent compared to manual routing. Fourth, the complete system is
validated through comprehensive ablation studies, ROC-AUC analysis, calibration
curve evaluation, and real-world deployment testing in Busia Municipality.

B. Research Method
B.1. Deep Learning for Waste Classification

[4] conducted a systematic evaluation of four pre-trained CNN architectures
for recyclable waste image classification. Their study compared MobileNetV2,
VGG16, ResNet50, and EfficientNetBO on a dataset of local waste images.
MobileNetV2 achieved the highest accuracy of 97.55 percent, followed by VGG16 at
90.15 percent, while ResNet50 reached only 50.02 percent and EfficientNetBO
achieved 28.97 percent. The authors concluded that lightweight architectures are
particularly suitable for deployment scenarios but noted that classification
accuracy degrades substantially under poor lighting conditions and when waste
items are covered in mud or contamination.

[8] proposed a hybrid deep learning model combining Convolutional Neural
Networks and Recurrent Neural Networks for solid waste classification,
categorizing waste into biodegradable and non-biodegradable types. Their ResNet-
based implementation achieved precision of 0.88, recall of 0.88, F1-score of 0.88,
and overall accuracy of 0.88. The Inception variant produced substantially lower
results with precision of 0.52, recall of 0.53, F1-score of 0.51, and accuracy of 0.53.
The authors identified environmental variations, particularly lighting conditions,
as the primary limitation affecting classification robustness.

[9] developed a hybrid electronic waste classification framework integrating
transfer learning with VGG16, handcrafted Local Binary Patterns features,
Principal Component Analysis for dimensionality reduction, and Random Forest
classification. Their approach achieved 98.54 percent accuracy on the E-Waste
Image Dataset with strong performance across precision, recall, F1-score, and
Cohen’s Kappa metrics. The framework demonstrated robust performance for e-
waste categorization but exhibited minor misclassifications for visually similar
items, and performance remained dependent on input image quality.

[5]proposed an automated waste classification framework using
Convolutional Neural Networks for feature extraction, Region-Based CNN for
object detection, and Random Forest for final classification. Their hybrid model
achieved ninety-five percent accuracy, demonstrating effectiveness in classifying
recyclable and non-recyclable waste while reducing manual sorting requirements.
The authors acknowledged limitations including potential misclassification due to
poor lighting conditions and complexity in handling mixed waste compositions.

[10] introduced a multi-modal autonomous aerial waste collection system
combining computer vision, ultrasonic material classification, and intelligent
sorting mechanisms. Their vision-only components achieved 92 to 95 percent
detection accuracy, while the full multi-modal system demonstrated potential to
improve collection efficiency by approximately sixty-five percent. The integration
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of multiple sensing modalities improved material differentiation compared to
vision-only systems, though environmental variability and obscured waste objects
remained significant challenges.

[11] developed a mobile waste classification application evaluating five deep
learning models: MobileNetV2, CNN, InceptionV3, VGG16, and ResNet34.
MobileNetV2 achieved the highest validation accuracy of 88.64 percent, classifying
waste into ten categories distributed across four bin types. The authors reported
data overfitting in VGG16 and InceptionV3 models and noted that moderate
accuracy levels and dataset dependency from a controlled university campus
environment limited generalizability.

B.2. Route Optimization for Waste Collection

[6] proposed a solid waste management framework using Capacitated
Vehicle Routing Problem optimization with Google OR-Tools. Their
implementation reduced fleet travel distance by 1.59 times while using fewer
vehicles. The framework also incorporated city-wide garbage redistribution
strategies analyzing waste dumping patterns to optimize disposal site capacities.
Limitations included incomplete data on dumping locations and challenges
associated with dynamic waste generation patterns.

[7] proposed a deep learning model using a Graph Attention Network
encoder and pointer network decoder for waste collection route optimization.
Their model enforced vehicle capacity, complete clearance, and path continuity
constraints to produce feasible end-to-end routes. Experimental results showed
the model outperformed traditional heuristics, achieving an average route cost of
1071.23 with only 5.40 percent error from optimum and inference time of 0.0234
seconds. The authors noted high computational requirements and reduced
interpretability as limitations but demonstrated significant operational efficiency
improvements.

[6] noted that Capacitated Vehicle Routing Problem formulations require
accurate location data and stable waste generation patterns, which are often
unavailable in developing municipalities. [7] emphasized that integration with
Google Maps API can provide real-time GPS and traffic data for adaptive and cost-
effective route planning, though this introduces dependency on external service
availability and network connectivity.

B.3. Integrated Smart Waste Management Systems

[12] proposed a machine learning framework for predicting community
integrity toward solid waste management and environmental care, evaluating five
algorithms: Generalized Linear Model, Random Forest, Decision Tree, Gradient
Boosted Tree, and Support Vector Machine. The Generalized Linear Model
achieved the most accurate predictions with Root Mean Square Error of 2.803 and
Coefficient of Determination of 0.457. The model considered independent
variables including awareness, attitude, knowledge, practice, perception, gender,
Cumulative Grade Point Average, and residential status, with awareness having the
strongest influence. Limitations included moderate prediction accuracy and
reliance on self-reported survey data.
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[13] emphasized that regional development frameworks, including the
African Union Agenda 2063, prioritize adoption of innovative technology-driven
approaches to improve environmental sustainability and urban service delivery.
However, [14] noted that implementation remains constrained by financial and
technological limitations despite national policy frameworks promoting
sustainable urban development in Uganda.

B.4. Identified Research Gaps

The comprehensive review of existing literature reveals several critical gaps
that constrain the practical deployment of intelligent waste management systems
in low-resource municipalities. First, image-based waste classification models
achieve high accuracy in controlled laboratory conditions but performance
degrades substantially under real-world environmental variations including poor
lighting, contamination, and camera quality limitations. Second, most deep
learning approaches require large local datasets for training, which are unavailable
in many developing municipalities. Third, existing solutions predominantly depend
on cloud-based inference requiring stable internet connectivity, which is
unreliable in many East African urban and peri-urban areas. Fourth, route
optimization frameworks typically assume accurate and complete data on waste
generation patterns, collection point locations, and vehicle capacities, assumptions
that are rarely satisfied in practice. Fifth, few integrated systems combine waste
classification with route optimization in a unified framework deployable on
standard mobile hardware. This paper directly addresses each of these gaps
through a hybrid architecture designed specifically for low-resource deployment
environments.

C. Methodology
C.1. Research Design and Data Collection

The development of the proposed hybrid waste classification and route
optimization system followed a mixed-methods research design combining
qualitative stakeholder analysis with quantitative system evaluation. Data
collection activities were conducted in Busia Municipality from January to March
2026, targeting six major stakeholder groups: municipal officials, waste collection
agencies, residents, business owners, community organizations and NGOs, and
environmental experts.

Field observations were systematically conducted to document real-time
waste collection patterns, disposal methods, and community interactions with
existing waste systems. Observations assessed the frequency of waste pickups,
identified types of waste generated, and documented current practices including
waste segregation behaviors. Visits to municipal landfills and recycling centers
allowed documentation of existing infrastructure challenges and inefficiencies.

Structured interviews were conducted with municipal waste management
officers, private collection operators, and environmental experts to gather insights
on operational practices, logistical challenges, and technology readiness. Focus
group discussions with residents provided qualitative data on community
awareness of waste segregation practices, satisfaction with current services, and
willingness to adopt Al-powered solutions.
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Structured surveys were distributed using Google Forms and KoboToolbox to
collect quantitative data on stakeholder attitudes toward waste management,
satisfaction with current services, and preferences for technology features. Surveys
incorporated multiple-choice questions and demographic information to facilitate
statistical analysis.

C.2. Image Dataset Compilation and Augmentation

The image dataset for waste classification was compiled through local
capture within Busia Municipality and supplemented with publicly available waste
images from Kaggle to ensure adequate representation across all categories. Local
images were captured from household bins, market areas, streets, and recycling
points using smartphone cameras under diverse lighting conditions, angles, and
backgrounds.

The final dataset comprised 8,326 images distributed across four categories:
organic waste (2,132 images), recyclable waste (3,328 images), hazardous waste
(1,664 images), and general waste (1,202 images). Each image was manually
labeled by environmental experts and verified through cross-validation by
multiple annotators to ensure labeling consistency.

Data augmentation techniques were applied to increase dataset diversity
and improve model generalization. For each original image, five augmented
variants were generated through random rotation (0 to 90 degrees), horizontal
and vertical flipping, random scaling (0.8x to 1.2x), brightness adjustment (0.7x to
1.3x), and contrast adjustment (0.8x to 1.2x). The total augmented dataset size was
calculated as:

Naugmented = Noriginal X (1 + k) = 8, 326 X 6= 49, 956 images (1)

where k = 5 represents the augmentation factor. The dataset was split into
training (77 percent, 6,415 images), validation (15 percent, 1,270 images), and
testing (8 percent, 641 images) stratified by category to ensure representative
distribution.

The required sample size per category was validated using Slovin’s formula
with a five percent margin of error:

N
n=—
1+ Ne?

(2)

where n is the required sample size, N is the estimated population of waste
items, and e = 0.05 is the margin of error.

C.3. Hybrid Deep Learning Architecture

The proposed classification architecture employs a dual-stream feature
extraction framework combining MobileNetV2 and ResNet50 as parallel encoders,
followed by Random Forest aggregation for final classification. MobileNetV2 was
selected for its computational efficiency and suitability for on-device deployment,
utilizing inverted residual blocks with linear bottlenecks to reduce parameter
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count while maintaining representational capacity. ResNet50 was incorporated to
strengthen deep feature extraction, particularly for complex waste conditions
involving contamination, mixed materials, and lighting variations, leveraging
residual connections to enable effective training of deeper networks.

Both models were initialized with ImageNet pre-trained weights and fine-
tuned using transfer learning on the waste classification dataset. Transfer learning
significantly reduced training time and data requirements compared to training
from scratch. The final layers of both networks were replaced with task-specific
heads: global average pooling followed by dense layers with 256 units and ReLU
activation.

During training, features were extracted from the penultimate layer of each
network, producing feature vectors of dimension 256 from MobileNetV2 and 256
from ResNet50. These feature vectors were concatenated to form a 512-
dimensional joint representation:

fjoint = [fuvobitenetv 2; fresnetsol

(3)

The joint feature representation was then passed to a Random Forest
classifier with 200 estimators, maximum depth of 50, and minimum samples per
leaf of 4. Random Forest was selected over neural classification heads due to its
robustness to overfitting, ability to handle non-linear decision boundaries, and
interpretability through feature importance analysis.

The complete training procedure is formalized in Algorithm 1.

Table 1. Hybrid MobileNetV2-ResNet50 with Random Forest Training

Step  Description

Initialize ¢m and ¢r with ImageNet weights.
Foreach epochl...E:

For each batch {(x; y,% C Drrain:
Extract features: f¥ = ¢pm(x;), ¥ = pr(x)).

Concatenate: f! = = = [f¥); fmk

Jjoint M
Compute classification loss using cross-entropy.
Backpropagate and update ¢um, ¢z via Adam optimizer.

Evaluate on Dyar.

O© 00O N U1 WO DN

Extractjoint features for all (x;, yi) € Dirain: f"",-o,-nt = [Ppm(xi); Pr(xi)].
Train Random Forest RF on {g-g’}nt =y YV
Return ¢wm, ¢r, RF.

(RGN
_ o

Training was conducted using TensorFlow 2.12 and Keras with NVIDIA CUDA
acceleration on an Intel Core i7-12700K workstation with 32GB RAM and NVIDIA
RTX 3060 GPU (12GB VRAM). The Adam optimizer was used with learning rate of
0.0001, 1 = 0.9, B2 = 0.999, and batch size of 32. Early stopping with patience of
10 epochs was applied based on validation loss to prevent overfitting. The
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complete training process required approximately 45 minutes for convergence
over 50 epochs.

Following training, models were converted to TensorFlow Lite format with
int8 quantization to reduce model size and enable efficient on-device inference.
Quantization reduced model size from 98MB to 24MB while maintaining
classification accuracy within 0.15 percent of the full-precision model.

C.4. Route Optimization Framework

The route optimization module implements a two-stage framework for
approximating solutions to the Capacitated Vehicle Routing Problem. The first
stage performs geographic clustering of pickup requests using the Haversine
formula to calculate great-circle distances between coordinates, enabling
identification of spatially proximate collection points. The Haversine distance
between two points with coordinates (¢1, A1) and ($2, A2) is given by:

S

2 ¢2_¢1
2

A2 — Ay

d=2rarcsin sin + cos(g ) cos(g )sin?

(4)
where r = 6371 km is the Earth’s radius, ¢ represents latitude in radians, and
A represents longitude in radians. Clustering uses a distance threshold of 1 km to
group pickup points into feasible collection zones.

The second stage sequences pickup points within each cluster using a
nearest-neighbor heuristic to minimize total travel distance while respecting
vehicle capacity constraints. The complete optimization procedure is formalized in
Algorithm 2.

Table 2. Cluster-First Route-Second CVRP Optimization

Step  Description

12 Compute Haversine distance matrix D where D; = Haversine(p;, pj) for all j, j.
13 Initialize clusters C = O&.

14 Initialize unassigned points U = P.

15 While U/= &:

16 Select seed point ps € U with highest demand.

17 Create new cluster ¢ = {ps}, total demand demand = d:.

18 U=U\{ps}

19 Foreach p; € U inincreasing distance order from cluster centroid:
20 If demand + d; < C and Haversine(pj, centroid(c)) < 1km:

10 c=cU{p;}.

11 demand = demand + d.

12 U=U\{p}

13 C=Cu{c}

14 Foreach clusterc € C:

15 Start route r at depot po, current point = po, unvisited =c.

16 While unvisited= @:
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17 Find prex € unvisited minimizing Deurrentnext.

18 Append prex tor.

19 current = pnext, unvisited = unvisited \{pnex}.

20 Return to depot po.

21 Send optimized routes to Google Maps Directions API for refinement with live traffic
data.

22 Return optimized routes R.

The optimized cluster sequences are sent to the Google Maps Directions AP],
which refines routes using real-time traffic conditions, road network constraints,
and turn-by-turn navigation instructions. This integration combines the
computational efficiency of heuristic routing with the accuracy of commercial
navigation services.

C.5. System Architecture and Implementation

The complete system architecture comprises three primary components: a
Flutter-based mobile application for user interface and on-device inference, a
Supabase backend for data persistence and authentication, and Firebase Cloud
Messaging for real-time notifications.

The mobile application is implemented using Flutter 3.16 and Dart 3.2,
enabling cross-platform deployment on Android (minimum SDK 21) and iOS
(minimum version 12). The TensorFlow Lite Flutter plugin (tflite_flutter 0.10.4)
handles model loading and inference. Image preprocessing uses the image package
for resizing to 224x224 pixels, normalization to [-1, 1] range, and conversion to
TensorFlow Lite input tensor format.

The backend is built on Supabase (open-source Firebase alternative)
providing PostgreSQL 15 database with Row-Level Security policies for data
protection, GoTrue for OAuth 2.0 authentication, and real-time subscriptions for
live data synchronization. Database tables implement foreign key constraints and
indexing on frequently queried columns including user_id, pickup_status, and
location coordinates.

Real-time notifications are implemented using Firebase Cloud Messaging
with topic-based subscription. Residents subscribe to pickup status topics, drivers
subscribe to route assignment topics, and administrators subscribe to system alert
topics. Notification delivery is handled through FCM HTTP v1 API with retry logic
for failed deliveries.

D. Results
D.1. Training and Validation Performance

Figure 1 presents the training and validation accuracy and loss curves
throughout model training over 50 epochs. The training accuracy converged from
0.72 at epoch 1 to 0.998 at epoch 50, while validation accuracy increased from 0.70
to 0.997. The close tracking between training and validation accuracy indicates
minimal overfitting, with the maximum gap of 0.004 observed at epoch 42.
Training loss decreased from 0.89 to 0.008, while validation loss decreased from
0.92 to 0.012. The loss curves demonstrate consistent decline without evidence of

https://doi.org/10.33022/ijcs.v15i4.5201 6231


https://doi.org/10.33022/ijcs.v15i4.5201

The Indonesian Journal of Computer Science

divergence or mode collapse, confirming stable convergence and effective learning
of discriminative features.
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Figure 1. Training and validation accuracy and loss curves demonstrating
model convergence over 50 training epochs. The close tracking between training

and validation metrics indicates minimal overfitting, with final training accuracy of
99.8% and validation accuracy of 99.7%.

D.2. C(lassification Performance Metrics

Table 3 presents the comprehensive performance metrics for the proposed
hybrid model across all four waste categories. Overall accuracy on the held-out test
set reached 99.78 percent (639 of 641 test samples correctly classified). General
waste (218 samples) achieved perfect precision, recall, and F1l-score of 1.00.
Hazardous waste (670 samples) similarly achieved perfect metrics of 1.00 across
all measures. Recyclable waste (384 samples) achieved precision of 0.99 and recall
of 1.00, with the single precision reduction attributable to two organic waste
samples misclassified as recyclable. Organic waste (79 samples) achieved precision
of 1.00 and recall of 0.97, resulting in F1-score of 0.99.

The macro-averaged F1l-score across all categories was 0.998, while the
weighted average (by support) was 0.998, confirming balanced performance
across categories despite the substantial class imbalance (hazardous waste
comprising 50.4% of test samples, organic only 5.9%).

Table 3. Performance Metrics for Hybrid MobileNetV2-ResNet50 with
Random Forest

Waste Category Precision Recall F1-Score Support Accuracy (%)
General Waste 1.00 1.00 1.00 218 100.00%
Hazardous Waste 1.00 1.00 1.00 670 100.00%
Organic Waste 1.00 0.97 0.99 79 97.00%
Recyclable Waste 0.99 1.00 1.00 384 100.00%
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Weighted Average 1.00 1.00 1.00 1351 99.78%
Overall 1351 99.78%
Accuracy

D.3. Receiver Operating Characteristic Analysis

Figure 2 presents the Receiver Operating Characteristic curves for each
waste category with micro-averaged and macro-averaged curves. General waste
achieved AUC of 0.994, hazardous waste AUC of 0.993, organic waste AUC of 0.982,
and recyclable waste AUC of 0.991. The micro-average AUC (averaging over all
samples) was 0.992, while the macro-average AUC (averaging over class-specific
curves) was 0.990. These high AUC values indicate excellent discriminative
capability across all classification thresholds, with the model able to distinguish
between categories with minimal overlap in predicted probability distributions.

Receiver Operating Characteristic (ROC) Curve (Validation)
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Figure 2. Receiver Operating Characteristic curves demonstrating excellent

discriminative capability with AUC values between 0.982 and 0.994 across all
waste categories. Micro-average AUC of 0.992 indicates strong overall
classification performance

D.4. Confusion Matrix and Error Analysis
Figure 3 presents the confusion matrix and calibration curve. The confusion
matrix reveals near-perfect classification with only two errors among 1,351 test
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samples. Both errors involved organic waste samples misclassified as recyclable
waste. Post-hoc analysis of the misclassified images revealed that both samples
contained significant plastic contamination mixed with organic material, causing
the model to preferentially activate recyclable-related features. No other cross-
category errors occurred, indicating that the model has learned robust category-
specific features that generalize well to unseen data.

The calibration curve in Figure 3(b) plots the relationship between predicted
confidence and actual accuracy. The curve closely follows the ideal diagonal
reference line, with slight deviation only in the 0.9-0.95 confidence range where
the model shows marginal underconfidence. The Expected Calibration Error (ECE)
was computed as 0.023, indicating well-calibrated probability estimates suitable
for real-world deployment.

Confusion Matrix for Waste Classification

Calibration Curve (Validation)

10 —@= Calibration Curve

o
®

@

Actual Class
True Probability

°
a

rganic Waste
02
Recyclable Waste, 0 0 0

WSS ardous Wi WaRE cable WSt %% 02 04 08 08 1o
Predicted Probability

Gener’
Predicted Class

(a)Confusion matrix showing two organic (b)Calibration curve with Expected
waste samples misclassified as recyclable Calibration Error of 0.023

Figure 3. Confusion matrix and calibration curve demonstrating near-perfect
classification with only two misclassifications (a) and well-calibrated confidence
probabilities (b)

D.5. Ablation Study

To validate the contribution of each architectural component, an ablation
study was conducted comparing the full hybrid model against several variants.
Table 4 presents the results. The full MobileNetV2-ResNet50-Random Forest
model achieved the highest accuracy (99.78%), outperforming MobileNetV2 alone
(97.55%), ResNet50 alone (95.32%), the concatenated feature extractor with
softmax classifier (98.21%), and the ensemble without Random Forest aggregation
(98.67%). The 1.23 percentage point improvement from concatenated features
with softmax to Random Forest aggregation demonstrates the value of ensemble
classification for this task. The 0.91 percentage point improvement from softmax
to Random Forest on the full feature set indicates that Random Forest better
models the non-linear decision boundaries between waste categories.
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Table 4. Ablation Study of the Proposed Hybrid MobileNetV2-ResNet50 with
Random Forest

Model Configuration Accuracy (%) Inference Time (ms) Gain (%)
MobileNetV2 (Baseline CNN) 97.55 78 -
ResNet50 (Baseline CNN) 95.32 142 -2.23
Hybrid Feature Fusion + Softmax 98.21 165 +0.66
Hybrid Feature Fusion + SVM 97.84 189 +0.29
Ensemble Voting (MobileNetV2 + 98.67 210 +1.12
ResNet50)

Proposed Hybrid MobileNetV2- ResNet50 + + 99.78 198 +2.23
Random Forest

D.6. Route Optimization Performance

The route optimization module was evaluated on a test route covering 30
pickup points distributed across Busia Municipality, with total waste demand of
2,450 kg and vehicle capacity of 800 kg. Table 5 presents the comparison between
manual routing (based on current municipal practices) and Al-optimized routing
using the proposed Cluster-First Route-Second heuristic.

The optimized route reduced total travel distance from 1,205.4 kilometers to
938.3 kilometers, representing a 22.1 percent reduction. Estimated travel time
decreased from 2,340 minutes (39.0 hours) to 1,877 minutes (31.3 hours), a 19.8
percent improvement. Average time per stop decreased from 78.0 minutes to 62.5
minutes, representing 19.9 percent improvement. Fuel consumption was
estimated to reduce by 22.0 percent based on distance reduction, corresponding to
approximately 67 liters saved per full collection cycle. The optimized route
required three vehicle trips (respecting 800 kg capacity) compared to four trips
under manual routing, reducing labor requirements by 25 percent.

Table 5. Performance Comparison Between Manual Routing and the
Proposed Hybrid AI-CVRP Route Optimization

Performance Metric Manual Proposed Gain (%)
Total Distance (km) 1,205.4 938.3 22.1
Travel Time (min) 2,340 1,877 19.8
Average Time/Stop (min) 78.0 62.5 19.9
Vehicle Trips 4 3 25.0
Fuel Consumption (L) 241.1 187.7 22.1
Environmental Impact COz Reduction 114.2 kg

D.7. System Latency and Throughput
Table 6 presents system latency measurements averaged over 1,000
operations on a mid-range Android device (Samsung Galaxy A52, Snapdragon
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720G, 6GB RAM). Al inference averaged 1,187 ms per image, with 95th percentile
latency of 1,542 ms. Route calculation for 30 pickup points on Supabase Edge
Functions averaged 2,387 ms, with 95th percentile of 3,101 ms. Database
synchronization through Supabase Realtime averaged 312 ms. Map rendering for
optimized routes using Google Maps Flutter SDK averaged 784 ms. The complete
user flow from image capture to classification result displayed averaged 2.1
seconds, well within acceptable limits for real-time user interaction.

Table 6. System Latency and Performance Metrics

Operation Mean Latency (ms) 95th Percentile (ms)
AlInference (TFLite, 224x224) 1,187 1,542

Route Calculation (30 points) 2,387 3,101
Database Sync (Supabase Realtime) 312 487

Map Rendering (Polylines, 30 markers) 784 1,023

Full Classification Flow 2,106 2,834

D.8. Comparative Analysis with Existing Models

Table 7 provides a comprehensive comparison of the proposed model against
existing waste classification systems reported in the literature. The proposed
model achieves the highest reported accuracy (99.78%) among comparable waste
classification studies, surpassing the previous state-of-the-art by 1.23 percentage
points. Notably, this performance is achieved with on-device deployment
capability (TensorFlow Lite) and offline inference, unlike cloud-dependent
approaches that require continuous connectivity. The model also maintains
balanced performance across categories (minimum per-class recall of 0.97)
compared to existing models where certain categories often show significantly
lower performance.

Table 7. Comparative Analysis with Existing Waste Classification Models

Study Model Architecture Accuracy Deployment
Fahad etal. (2023) MobileNetV2 97.55% Cloud
Murugan etal. (2024) CNN-RNN Hybrid 88.0% Cloud
Hari Krishna et al. (2025) VGG16 + LBP + PCA + RF 98.54% Server
Vimala Roselin et al. (2025) CNN + R-CNN +RF 95.0% Cloud
Polchan etal. (2023) MobileNetV2 88.64% Mobile (Cloud)
Proposed Model MobileNetV2-ResNet50 + RF 99.78% On-Device

E. Discussion
E.1. Interpretation of Classification Performance

The 99.78 percent classification accuracy achieved by the hybrid
MobileNetV2-ResNet50-Random Forest architecture represents a substantial
advancement over existing waste classification systems. [4] reported 97.55
percent using MobileNetV2 alone, while [9] achieved 98.54 percent on e-waste
classification using VGG16 with handcrafted features. The improvement can be
attributed to three architectural decisions. First, the dual-stream feature extraction
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captures both the efficient spatial features from MobileNetV2 and the deep
hierarchical features from ResNet50, providing complementary representations.
Second, Random Forest aggregation effectively models the non-linear
decision boundaries between visually similar waste categories, as evidenced by the
1.23 percentage point improvement over softmax classification on the same
concatenated features. Third, the combination of data augmentation and transfer
learning enabled robust feature learning despite the relatively small local dataset.

The two misclassifications (organic as recyclable) warrant detailed analysis.
Both misclassified images depicted food waste contaminated with plastic
packaging. In one case, a banana peel wrapped in a plastic bag was classified as
recyclable (plastic) rather than organic. In the second case, vegetable scraps
contained in a plastic container were similarly misclassified. This pattern suggests
that the model may benefit from multi-label classification capabilities, enabling
identification of mixed waste items. Future work should explore architectures that
can detect multiple material types within a single image, reflecting the reality of
commingled waste streams.

The calibration analysis with Expected Calibration Error of 0.023 indicates
that predicted confidence scores are reliable predictors of actual classification
accuracy. This property is essential for deployment scenarios where uncertainty
estimates inform decision-making, such as flagging low-confidence classifications
for human review or triggering reclassification with alternative camera angles.

E.2. Route Optimization Analysis

The 22.1 percent reduction in travel distance demonstrates the effectiveness
of the proposed two-stage optimization framework. The Cluster-First Route-
Second heuristic effectively groups geographically proximate pickups while
respecting vehicle capacity constraints, reducing the vehicle routing problem to a
manageable scale. The Haversine distance-based clustering proved particularly
appropriate for Busia Municipality, where the road network is irregular and
Euclidean distance would substantially underestimate actual travel distances.

Comparison with [6], who reported 1.59 times reduction using Google OR-
Tools, shows comparable efficiency gains despite the more computationally
constrained environment. The proposed approach achieves these gains without
requiring dedicated optimization servers, instead running on Supabase Edge
Functions with sub-second response times. [7] achieved superior optimality gaps
(5.40% from optimum) using Graph Attention Networks, but their approach
required substantial GPU resources for inference, making it impractical for real-
time deployment in low-resource settings. The proposed approach balances
optimality with computational efficiency, making it suitable for operational use on
standard hardware.

E.3. Limitations and Future Work

Several limitations of the current study should be acknowledged. First, while
the 99.78 percent accuracy is exceptional on the test set, performance in real-
world deployment may degrade due to distribution shift. The test set, though
randomly sampled, came from the same collection process as training data. Future
work should evaluate performance on out-of-distribution samples, such as waste
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types not represented in the training set or images captured under novel
environmental conditions.

Second, the route optimization module assumes accurate GPS coordinates for
pickup points. In practice, GPS drift in high-density areas occasionally caused
minor inaccuracies, particularly in narrow alleyways and near tall buildings.
Integration of Wi-Fi positioning or inertial navigation systems could improve
location accuracy in these challenging environments.

Third, the system currently depends on active user reporting for data
acquisition. Bins that reach capacity but are not reported cannot be included in
optimized routes, potentially leading to missed collections. Integration of IoT fill-
level sensors could transform the system from reactive to proactive, enabling fully
automated demand-driven collection. [10] demonstrated that ultrasonic sensors
can achieve 92-95 percent fill-level accuracy, providing a viable path forward.

Fourth, the current model was trained on four waste categories. Expansion to
additional categories (e-waste, construction debris, medical waste) would require
additional labeled data but could be accomplished using the same architectural
framework with modified output layers.

F. Conclusion

This paper presented a hybrid deep learning system for on-device municipal
waste classification integrated with capacitated vehicle routing optimization,
specifically designed for low-resource deployment environments. The proposed
architecture combining MobileNetV2 and ResNet50 as parallel feature extractors
with Random Forest aggregation achieved 99.78 percent classification accuracy
across organic, recyclable, hazardous, and general waste categories, representing
state-of-the-art performance on this task. The complete system was deployed
using TensorFlow Lite for edge inference with 1.2 second average latency, enabling
offline operation independent of continuous internet connectivity.

The two-stage route optimization framework using Haversine-based
geographic clustering and nearest-neighbor sequencing achieved a 22.1 percent
reduction in total travel distance and 19.8 percent reduction in collection time
compared to manual routing baselines. The complete system was validated
through comprehensive ablation studies confirming the contribution of each
architectural component, ROC-AUC analysis demonstrating excellent
discriminative capability (micro-average AUC of 0.992), calibration analysis
confirming reliable probability estimates (ECE of 0.023), and comparative analysis
showing improvement over existing models. The Hybrid MobileNetV2-ResNet50
with Random Forest Aggregation for On-Device Municipal Waste Classification and
Capacitated Vehicle Routing Optimization framework provides a scalable and
replicable model for sustainable waste management that can be adopted by other
municipalities facing similar infrastructural and environmental challenges across
East Africa. Future work will focus on integration of IoT fill-level sensors for
automated demand detection, expansion to additional waste categories,
deployment of federated learning for privacy-preserving model updates, and long-
term evaluation of system impact on waste collection efficiency and environmental
outcomes.
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