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Automated classification of bone fractures has become a cornerstone of 
modern emergency radiology, significantly enhancing diagnostic speed and 
precision. This study evaluates the comparative efficacy of three leading deep 
learning frameworks ResNet50, MobileNetV3, and Vision Transformer (ViT) 
using a diverse dataset that includes various fracture modalities, healthy X-
rays, and non-radiological images.The experimental data reveals that the 
Vision Transformer (ViT) attained the highest diagnostic accuracy at 95%, 
marginally outperforming MobileNetV3 and ResNet50, which both achieved 
94%. While all three models demonstrated flawless reliability (100%) in 
identifying Forteen Classes Bone categories, their performance diverged 
when analyzing complex fracture patterns. 
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A. Introduction 
The clinical significance of rapid and precise bone fracture detection is 

paramount, as it serves as the cornerstone of effective orthopedic intervention and 
patient recovery [1]. In high-pressure trauma environments, traditional manual 
radiographic interpretation often leads to diagnostic delays and heightened risks of 
human error. As global healthcare facilities face rising patient volumes, there is an 
urgent need for automated diagnostic systems that provide reliable, second-opinion 
support to radiologists, ensuring that subtle fractures are identified accurately 
during initial assessments [2]. 

Recent breakthroughs in artificial intelligence have positioned Deep Learning 
(DL) as a transformative force in medical imaging. Convolutional Neural Networks 
(CNNs) and Vision Transformers (ViTs) have emerged as the dominant architectures 
in this domain [3]. Standard CNN models, such as ResNet50, demonstrate exceptional 
proficiency in detecting localized spatial patterns through hierarchical feature 
extraction. Conversely, ViTs offer a superior understanding of global image context 
by utilizing self-attention mechanisms, which allow the model to capture long-range 
dependencies across the entire radiographic image [4]. 

Despite these advancements, a significant research gap persists: most high-
performing models remain computationally intensive. This complexity hinders their 
deployment on resource-constrained edge devices or mobile clinical equipment 
where real-time processing is essential [5]. To bridge this gap, this study first 
conducts a comprehensive performance analysis of three baseline models: ResNet50, 
MobileNetV3 Large, and ViT. 

Building upon this comparative evaluation, the research proposes a novel 
Hybrid ViT-MobileNetV3 architecture. This hybrid design aims to harmonize 
diagnostic depth with computational efficiency by utilizing MobileNetV3 Large as a 
lightweight backbone for initial feature extraction and integrating it with a 
Transformer Encoder for global reasoning. The proposed system is specifically 
engineered for high-speed, accurate multiclass bone fracture classification in real-
time medical environments, providing an optimal balance between local precision 
and global context [6-10]. Recent advancements in orthopedic imaging emphasize 
the necessity of capturing both local and global features for accurate diagnosis Azad 
R et. al, demonstrated that Transformer-based architectures are indispensable for 
analyzing long-range spatial relationships in complex anatomical regions, 
significantly outperforming traditional CNNs in multi-class scenarios [9]. 
Complementing this trend toward efficiency, Abdusalomov, identified MobileNetV3 
Large as a highly optimized backbone for medical tasks. Their study highlighted that 
its squeeze-and-excitation blocks provide enriched feature maps with minimal 
memory overhead, making it ideal for clinical integration [10-12]. 

The current trajectory in medical AI is shifting toward localized, point-of-care 
diagnostics. As noted by Iyer TJ, "On-device AI" is becoming the new paradigm, 
reducing reliance on cloud-based processing to provide instantaneous feedback in 
emergency radiology [13]. Th Kim JW et al., who validated that Hybrid CNN-
Transformer frameworks achieve superior generalization. Their research confirms 
that merging the local texture sensitivity of lightweight CNNs with the global 
reasoning of Transformers mitigates the limitations of using either architecture in 
isolation [14]. 

https://doi.org/10.33022/ijcs.v15i3.5150
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By 2026, the integration of MobileNetV3 and Vision Transformers (ViT) has 
been recognized as an emerging benchmark for automated orthopedic assessment. 
This hybrid approach is specifically lauded for maximizing inference throughput 
while maintaining high diagnostic precision, establishing a robust framework for 
the next generation of real-time medical imaging tools [15]. 

 

 
B. Research Method 

This portion composes the methodology incorporates a robust preprocessing 
pipeline, utilizing Contrast Limited Adaptive Histogram Equalization (CLAHE) and 
Gaussian filtering to normalize radiographic variations and accentuate subtle 
structural fractures. Following image enhancement, the models are subjected to a 
rigorous evaluation using a 14-class multiclass distribution to assess their precision, 
recall, and computational latency. This comparative framework serves as the 
empirical basis for developing a fused hybrid architecture that integrates 
MobileNetV3’s efficiency with ViT’s global attention mechanisms for real-time 
diagnostic deployment. The proposed the system as shown in Figure 1. 
 

 
Figure 1. Comparison Performance of VIT, ResNet50 and Mobile Net V3 Large 

https://doi.org/10.33022/ijcs.v15i3.5150
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B.1. Dataset Preparation and Image Enhancement 
The foundational phase of this empirical study involves the curated "14 Fracture 

Datasets" repository, which encompasses a diverse spectrum of fourteen orthopedic 
fracture categories as illustrated in Figure 2. To ensure high fidelity in feature 
representation, a multi-stage data refinement pipeline was executed. The dataset 
was partitioned into training, validation, and testing sets using a 70:15:15 ratio to 
prevent overfitting and ensure the generalizability of the models [16]. 
 
B.1.1. Advanced Image Preprocessing 

To address the inherent noise and low contrast often found in digital 
radiographs, two primary enhancement techniques were integrated: 

▪ Gaussian Smoothing: To suppress high-frequency stochastic noise while 
preserving essential structural edges, a Gaussian filter was applied. The 
transformation is governed by the 2D Gaussian distribution formula as 
Equation 1: 

 

                           1

2𝜋𝜎2   𝑒
𝑥2 +𝑦2

2𝜎2                                                         (1) 

                                                  

Where 𝜎 represents the standard deviation of the Gaussian kernel, controlling the 
degree of blurring to stabilize subsequent feature extraction [17]. 

▪ Contrast Limited Adaptive Histogram Equalization (CLAHE): Unlike 
standard histogram equalization, CLAHE operates on localized regions (tiles) to 
optimize contrast without over-amplifying noise in homogeneous areas [18]. 
The enhancement is achieved by redistributing the luminance values based on 
a predefined clip limit. The mapping function for each tile can be expressed as 
Equation 2: To prevent the over-saturation of noise in near-constant regions, 
the enhancement process incorporates a redistribution mechanism that clips 
the histogram at a specific threshold before computing the Cumulative 
Distribution Function (CDF).  

        f (p) = [ L-1] ∑ 𝑝𝑛 (𝑖)
𝑝
𝑖=0                                                          (2) 

 

where is the probability density function of the pixel intensity i within the local 
neighborhood, and L is the number of gray levels [19]. This stage is critical for 
accentuating subtle fracture lines that are often obscured in raw X-ray imagery. 
Following these transformations, all images were resized to a standardized 
resolution of 224 ×224 pixels to maintain architectural consistency across 
theResNet50, MobileNetV3, and Vision Transformer (ViT) frameworks [20].   

▪ Dataset Preparation:The primary fracture data is sourced from a 
specialized repository on Kaggle, which provides high-resolution 
radiographic imagery across 14 fracture classifications. To enhance the 
model's ability to distinguish between pathological and non- medical 
imagery, negative samples specifically "no X-ray" instances—were 
integrated from the Common Objects in Context (COCO) dataset. This 
inclusion is vital for reducing false-positive rates in real-world clinical 
applications where non-radiographic images might inadvertently be 
processed by the system [21-25]. 

    G(x,y) = 
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B.1.2. Statistical Distribution and Dataset Formalization 

In this study, the integrated dataset is formally defined to ensure a systematic 
approach to model training. Let the dataset be represented as a collection of image-
label pairs in Equation 3: 
 
D = { (𝑥1 , 𝑦1), (𝑥2 , 𝑦12), (𝑥3 , 𝑦3), . . . , (𝑥𝑁 , 𝑦1𝑁)}            (3) 

 
Here, 𝑥𝑖  denotes the input radiographic image, and  𝑦𝑖  represents the 

corresponding fracture category among the 14 possible classes. 
To address the challenge of Class Imbalance (where some fracture types have 

more images than others), a class-weighting strategy is employed. This ensures that 
the model does not become biased toward the majority classes. The weight 𝑊𝑗 for 
each class j is calculated as follows in Equation 4: 
 

𝑊𝑗  = 
𝑇𝑜𝑡𝑎𝑙 𝑆𝑎𝑚𝑝𝑙𝑒𝑠

𝑁𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝐶𝑙𝑎𝑠𝑠𝑒𝑠 × 𝑆𝑎𝑚𝑝𝑙𝑒 𝑖𝑛 𝐶𝑙𝑎𝑠𝑠 𝑗
                           (4) 

 
By applying these weights, the training process becomes more balanced, 

allowing the ResNet50, MobileNetV3, and ViT models to learn effectively from both 
common and rare fracture types [22]. Finally, the dataset is split into three subsets: 
70% for training, 15% for validation, and 15% for independent testing, ensuring a 
rigorous evaluation of the system's performance. 

The dataset showcases a diverse collection of radiographic samples, capturing 
the intricate structural variations across fourteen distinct fracture categories, from 
simple hairline fractures to complex comminuted displacements. As illustrated in 
Figure 2, these samples reflect the high degree of intra-class variability and inter-
class similarity that characterize clinical musculoskeletal imaging. By encompassing 
such a comprehensive range of visual data, the models are trained to achieve high 
diagnostic sensitivity, ensuring robust performance across different anatomical 
orientations and bone densities. Table 1 provides a detailed breakdown of the 
dataset's class distribution, highlighting the quantitative balance between the 14 
fracture categories and the integrated non-radiographic samples to ensure a 
comprehensive training baseline. 

 
 

 
 

Figure 2. Sample of Datasets 
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Table 1. Dataset Table 

No. Fracture Type Image Count 
1. Normal X-Ray 447 images 
2. Avulsion fracture 141 images 
3. Comminuted fracture 219 images 
4. Compression-Crush fracture 150 images 
5. Fracture Dislocation 159 images 
6. Greenstick fracture 136 images 
7. Hairline Fracture 139 images 
8. Impacted fracture 161 images 
9. Intra-articular fracture 104 images 

10. Longitudinal fracture 129 images 
11. Oblique fracture 124 images 
12. Pathological fracture 129 images 
13. Spiral Fracture 134 images 
14. Non_xray 163 images 

 

Following the enhancement phase, the images were resized to a uniform 
resolution of 224x224 pixels to maintain architectural consistency across the 
ResNet50, MobileNetV3 Large, and Vision Transformer (ViT) models. To facilitate 
effective training and unbiased evaluation, the dataset was partitioned using an 
70/15/15 split ratio, allocating 70% of the samples for the training phase and the 
remaining 15% for validation and 15% for Testing in Table 2. Furthermore, a 
normalization procedure was applied using Z-score scaling (with ImageNet mean 
and standard deviation values) to accelerate gradient convergence and ensure 
numerical stability during the backpropagation process. 

This research proposes a robust framework for the automated classification of 
bone fractures using a comparative analysis of state-of-the-art deep learning 
architectures. The methodology is structured into four primary phases: data 
preprocessing, dataset partitioning, individual model training, and performance 
analytics. 
 

Table 2. Data Splitting 

Dataset Split 
Percentage 

(%) 
Image Count 
(Rounded) 

Training Set 70% 1,995 
Validation Set 15% 427 

Testing Set 15% 428 
Total 100% 2,850 

 
B.2. Advanced Image Preprocessing 

To improve the diagnostic quality of the radiographic images, a multi-stage 
preprocessing pipeline was implemented. Each input image from the 14 Fracture 
Dataset first underwent noise reduction using a Gaussian Blur filter to eliminate 
high-frequency artifacts. Subsequently, Contrast Limited Adaptive Histogram 
Equalization (CLAHE) was applied to enhance local contrast, making subtle fracture 
lines more distinguishable. This dual-filtering approach ensures that the structural 
features of the bone are prioritized during the feature extraction phase.  

https://doi.org/10.33022/ijcs.v15i3.5150
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B.3. Dataset Partitioning and Standardization 
The processed data was organized through a systematic Data Loader with a clear 

separation of subsets to prevent data leakage and ensure unbiased evaluation. The 
dataset was divided into a 70/15/15 split ratio, where: 

▪ 70% of the samples were allocated for the Training phase to optimize model 
weights. 

▪ 15% were utilized for Validation during hyperparameter tuning. 
▪ 15% were reserved as an independent Testing set for final performance 

verification. 
All samples were resized to a uniform dimension and normalized via Z-score scaling 
to facilitate faster gradient convergence across different network architectures. 
 
B.4. Model Architectures and Training Logic 

The framework evaluates three distinct computational approaches to identify 
the most effective architecture for fracture detection: 

▪ ResNet50: Utilizes deep residual learning to capture intricate spatial 
hierarchies. 

▪ MobileNetV3: A lightweight architecture employing depth wise separable 
convolutions, optimized for computational efficiency. 

▪ Vision Transformer (ViT): Implements multi-head self-attention 
mechanisms to analyze global dependencies within the image patches. 

Each model was trained independently under a consistent environment using 
the Adam optimizer and a Cross-Entropy Loss function. 
 
B.4.1. ResNet50 

The foundational layers of the ResNet-50 architecture. The process commences 
with an input image resolution of 224 ×224 ×3, which is subjected to an initial 7 × 
7 convolutional layers with 64 filters and a stride of 2. This is followed by Batch 
Normalization (BN) and ReLU activation to introduce non-linearity and accelerate 
convergence. A 3× 3 Max Pooling operation is subsequently applied to reduce the 
spatial dimensions, capturing low-level structural features while maintaining 
computational efficiency before entering the first stage of residual blocks as 
illustrated in Figure 3 and 4. [26-30] 

The deep feature extraction process is organized into four distinct stages (Stage 
1 to Stage 4), as shown in Figure 4. Each stage consists of multiple Residual Units 
with varying filter depths (ranging from 64 to 2048). This hierarchical structure 
allows the model to learn increasingly complex semantic features. Stage 2 and Stage 
3 focus on mid-level patterns, while Stage 4 captures high-level abstractions 
essential for distinguishing between 14 different fracture categories. The transition 
between stages involves down sampling to manage the trade-off between feature 
resolution and model depth. 
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 Figure 3. Input to First Stages                        Figure 4. Deep Feature Stages 
 

Figure 5 provides a granular view of the Bottleneck Residual Unit, which is the 
core innovation of ResNet-50. This unit employs a 1 × 1, 3 ×3, and 1 ×1 
convolutional sequence to reduce and then restore dimensions, effectively 
decreasing the number of parameters without sacrificing performance. The Identity 
Shortcut (Skip Connection) is critical here; it bypasses one or more layers, allowing 
the gradient to flow directly through the network. This mechanism effectively 
mitigates the vanishing gradient problem, enabling the successful training of deep 
architectures. 

 
Figure 5. Internal Logic 

https://doi.org/10.33022/ijcs.v15i3.5150
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B.4.2. Vision Transformer (ViT-B/16) 
The Vision Transformer (ViT-B/16) architecture was integrated into the study 

to leverage its superior global context modeling capabilities. Unlike conventional 
CNNs, ViT treats an image as a sequence of fixed-size 16 ×16 patches, which are 
flattened and mapped through a linear projection layer. To retain spatial 
information, one-dimensional position embeddings are concatenated with the patch 
embeddings. The core processing is handled by a Transformer Encoder consisting 
of multiple layers of Multi-Head Self-Attention (MHSA) and Multi-Layer 
Perceptron’s (MLP). This allows the model to capture long-range dependencies 
across the radiographic images, providing an alternative perspective to the localized 
feature extraction of ResNet and MobileNet models. 

The Vision Transformer (ViT-B/16) was incorporated into this framework to 
capitalize on its advanced global context modeling, which is often superior to 
traditional inductive biases found in CNNs [4]. In this architecture, an input 
radiograph is partitioned into a sequence of 16 × 16 fixed-size patches, which are 
subsequently flattened and transformed via a linear projection layer into a latent D-
dimensional space. To preserve the essential spatial topography of the bone 
structures, trainable one-dimensional position embeddings are added to the patch 
representations [31-34]. 

The backbone of the model is the Transformer Encoder, which utilizes an 
alternating sequence of Multi-Head Self-Attention (MHSA) and Multi-Layer 
Perceptron (MLP) blocks. The MHSA mechanism is mathematically defined as: 

Attention (Q, K, V) =softmax (
𝑄𝐾𝑇

√𝐷𝑘
)                                (5) 

where Q, K, and V represent the query, key, and value matrices respectively [31]. This 
structural design in Figure 6 enables the ViT to capture long-range dependencies and 
intricate fracture patterns across the entire image field, offering a global reasoning 
perspective that complements the localized feature extraction of ResNet50 and 
MobileNetV3 models [33], [34]. 
 

 

Figure 6. Image Patching and Embedding 

https://doi.org/10.33022/ijcs.v15i3.5150
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Figure 7. Transformer Encoder Block   Figure 8. Classification Head and Prediction 

Classification Head and Final Prediction in Figure 7 shows the final stage of the 
model transforms the high-dimensional latent representations into specific 
categorical predictions: 

▪ Encoder Sequence (x12): The input image is processed through 12 
successive encoder blocks to extract deep hierarchical features. 

▪ Extraction of [CLS] Token: Unlike traditional CNNs that use global average 
pooling, this architecture extracts the Classification (CLS) Token. This token 
serves as a summary representation of the entire image. 

▪ Classification Head: The extracted CLS token is passed through a Multi-Layer 
Perceptron (MLP) or Fully Connected (FC) layer. This head maps the complex 
features into the label space. 

▪ Softmax and 14-Class Prediction: The final output layer applies the Softmax 
activation function, which produces a probability distribution across 14 
distinct classes, enabling accurate multiclass classification. 

Figure 8 illustrates the core of the proposed architecture consists of a stack of 
Transformer encoder blocks. Each block employs the following components to 
process the input sequences: 

▪ Layer Normalization: Before any processing, the input sequence undergoes 
Layer Normalization to ensure training stability and faster convergence. 

▪ Multi-Head Self-Attention (MHSA): This mechanism allows the model to 
capture global dependencies by calculating the relationship between 
different patches of the input image. It enables the network to focus on 
relevant spatial features simultaneously. 

▪ Residual Connections: To mitigate the vanishing gradient problem in deep 
networks, residual (skip) connections are integrated. The original input is 
added back to the output of the attention and MLP layers. 

https://doi.org/10.33022/ijcs.v15i3.5150
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▪ MLP Feed-Forward Network: This sub-layer consists of two linear 
transformations with a non-linear activation function, further refining the 
features extracted by the attention mechanism. 

 
B.4.3. Mobile Net V3 Large 

To optimize the system for potential mobile clinical applications, the 
MobileNetV3 Large architecture was selected as a key comparative model. 
MobileNetV3 incorporates an automated search-based design, integrating Depth 
wise Separable Convolutions to significantly reduce the computational overhead. 
The architecture employs Squeeze-and-Excitation (SE) modules within its 
bottleneck blocks to adaptively recalibrate channel-wise feature responses, thereby 
enhancing the model's sensitivity to critical diagnostic indicators in bone X-rays. 
Furthermore, the implementation of the Hard-Swish activation function ensures 
non-linear processing efficiency, making it suitable for high-speed diagnostic 
environments without compromising classification accuracy across the 14 fracture 
classes. [35-37] 

To enhance the model's sensitivity to diagnostic features, users integrated 
Squeeze-and-Excitation modules where the global information is first compressed 
using 𝑧𝑐. Subsequently, the non-linear transformation is optimized using the Hard-
Swish activation function, defined as h-swish[x], to ensure high-speed processing on 
mobile platforms. 

                       

 Figure 9. Expansion and Depth wise Convolution       Figure 10. SE and Output             

https://doi.org/10.33022/ijcs.v15i3.5150
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MobileNetV3 Inverted Residual Block in Figure 9, illustrates the fundamental 
feature extraction unit of the MobileNetV3 architecture, designed to maximize 
computational efficiency. 

▪ 1x1 Convolution (Expansion): The process begins by projecting the input 
features into a higher-dimensional space to allow the network to learn more 
complex representations. 

▪ h-swish Activation: The hard-swish activation function is applied at each 
stage, providing a computationally efficient non-linearity that improves 
performance on mobile hardware. 

▪ Depthwise Convolution (3x3 or 5x5): This is the core efficiency 
mechanism of the block, performing spatial filtering on each input channel 
independently, which significantly reduces parameters and FLOPs compared 
to standard convolutions. 

▪ Batch Normalization: Applied after convolutional layers to normalize the 
distribution of activations, ensuring faster training and improved model 
stability. 

This Figure 10 depicts the attention mechanism that recalibrates channel-wise 
feature responses by explicitly modeling interdependencies between channels. 

▪ Global Average Pooling (Squeeze): This operation compresses the global 
spatial information of each channel into a single numerical descriptor, 
effectively "squeezing" the feature map. 

▪ Fully Connected (FC) Layers: A bottleneck structure with two fully 
connected layers is used to learn the non-linear relationship between 
channels, determining which features are most relevant for the diagnostic 
task. 

▪ h-sigmoid & Scale/Multiply (Excitation): The hard-sigmoid function 
generates a weight for each channel. These weights are then multiplied by 
the original feature map to emphasize critical features—such as fracture 
edges—while suppressing less relevant data. 

▪ Identity Shortcut: The input X is added to the output of the transformation, 
facilitating the flow of gradients and preventing information loss during deep 
layer processing. [38-40] 

To optimize the system for mobile clinical applications, we utilized the Inverted 
Residual Block of the MobileNetV3 architecture. As shown in the architectural flow, 
the expansion phase utilizes 1x1 convolutions and h-swish activation for efficient 
non-linear processing. The integration of the Squeeze-and-Excitation (SE) 
module further enhances the model's sensitivity to bone fractures by employing 
Global Average Pooling and channel-wise recalibration via h-sigmoid activation. 
Finally, the Identity Shortcut ensures robust feature propagation, maintaining high 
classification accuracy across all 14 fracture classes. 

 
C. Experimental Results ,Evaluation and Visualization 

The final phase involves a comprehensive Performance Comparison and 
Analytics. The models were assessed based on their learning trajectories (Loss and 
Accuracy curves) to monitor for overfitting. Furthermore, diagnostic precision was 
validated through Confusion Matrices and detailed Classification Reports, providing 
metrics such as F1-score, precision, and recall for each of the 14 fracture categories. 
This rigorous evaluation leads to the Final Model Selection, identifying the most 
reliable architecture for clinical implementation. 

https://doi.org/10.33022/ijcs.v15i3.5150
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C.1. Training and Validation Results for ResNet50 
The training and validation performance of the ResNet50 architecture for multi-

class bone fracture classification is illustrated in Figure 11. Based on the 
experimental observations, the model demonstrated a rapid convergence rate 
during the initial learning phase, achieving a stability plateau shortly after the 10th 
epoch. A significant alignment between the training and validation accuracy curves 
suggests that the model effectively avoided overfitting, maintaining high 
generalization capabilities across the dataset. The peak validation accuracy reached 
an impressive 95.78%, underscoring the robustness of the residual learning 
framework in identifying subtle structural variations in radiographic images. These 
results confirm that the deep feature extraction layers of ResNet50 are highly 
proficient in categorizing complex orthopedic pathologies with high precision. 

 

 
 
C.1.1. Confusion Matrix Analysis 

The Confusion Matrix serves as a critical diagnostic tool to evaluate the 
multiclass classification proficiency of the proposed models. Rather than relying 
solely on global accuracy, this matrix provides a granular visualization of the 
model’s performance by mapping the predicted categories against the actual 
ground-truth labels.  

 
Figure 12. Confusion Matrix/ Heat Map for ResNet50 

https://doi.org/10.33022/ijcs.v15i3.5150
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Each row represents the instances in an actual class, while each column 
represents the instances in a predicted class, allowing for the identification of 
specific inter-class misclassifications. For orthopedic diagnostics, this is particularly 
vital as it reveals whether certain fracture types (e.g., Hairline vs. Normal) are being 
systematically confused by the architecture, thereby providing insights into the 
model's discriminative sensitivity across all 14 categories as above Figure 12. 
 
C.1.2. Receiver Operating Characteristic (ROC) Curve 

The Receiver Operating Characteristic (ROC) curve is utilized to assess the 
trade-off between the True Positive Rate (Sensitivity) and the False Positive Rate (1-
Specificity) across varying decision thresholds. By plotting these parameters, the 
ROC curve illustrates the diagnostic ability of the classifier as its discrimination 
threshold is adjusted. To quantify this performance, the Area Under the Curve (AUC) 
is calculated; an AUC value approaching 100% signifies an ideal classification 
performance with minimal error. In this study, a one-vs-rest (O v R) approach is 
adopted to generate ROC curves for each fracture class, ensuring that the model 
maintains high diagnostic integrity even in the presence of subtle radiographic 
features in Figure 13. 

 

Figure 13. ROC Curve for ResNet50 
 

 

Figure 14. Classification Report for ResNet50 
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C.2. Training and Validation Results for MobileNetV3 Large 
The classification integrity of the MobileNetV3 model across 14 distinct 

categories is visualized via the confusion matrix in Fig 15. The experimental results 
highlight the model's exceptional capability in identifying Normal X-ray samples, 
achieving a perfect classification count of 150 with zero false attributions. Similarly, 
the model demonstrated high precision in detecting non_xray images and Avulsion 
fractures, showing minimal deviation from the ground-truth labels. 

 
  

Figure 15. Training and Validation Results for Mobile Net V3 Large 

 
C.2.1. Confusion Matrix Analysis  

A granular analysis of the matrix reveals subtle challenges in differentiating 
certain fracture types with overlapping radiographic features. Specifically, minor 
misclassifications were observed between Longitudinal and Oblique fractures, 
which is often attributed to the morphological similarities in bone displacement 
patterns. Despite these minor discrepancies, MobileNetV3 maintained a robust 
diagonal trend across the matrix, signifying a high degree of sensitivity and 
specificity. The integration of the Squeeze-and-Excitation (SE) blocks within the 
MobileNetV3 architecture likely contributed to this focused feature representation, 
allowing the model to achieve professional-grade diagnostic accuracy while 
remaining computationally efficient in Figure 16. 

 
Figure 16. Confusion Matrix/ Heat Map for Mobile Net V3 Large 
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C.2.2. Receiver Operating Characteristic (ROC) Curve 
The diagnostic efficacy of the proposed model across the 14-class bone fracture 

dataset is further validated using Receiver Operating Characteristic (ROC) curves, 
as depicted in Figure 17 and Classification report in Figure 18. Overall, these ROC 
metrics reinforce the model's potential as a high-precision diagnostic aid in clinical 
environments, ensuring minimal false-positive rates across a diverse spectrum of 
bone injuries. 

 
 

Figure 17. ROC Curve for MobileNetv3 Large 
 

 
 

Figure 18. Classifications Report for MobileNetv3 Large 
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C.3. Training and Validation Results for ViT 
The training performance of the Vision Transformer (ViT) was evaluated 

through loss and accuracy trajectories over 100 epochs, where both metrics 
demonstrated a consistent convergence pattern despite periodic optimization 
spikes. The model achieved high classification fidelity across 14 distinct categories, 
successfully identifying all 150 test samples for the Normal class in Figure 19. 

 

 
Figure 19. ROC Curve for ViT 

 
C.3.1. Confusion Matrix Analysis 

The confusion matrix of ViT and deep learning architectures provides a robust 
and reliable solution for automated multiclass bone fracture categorization in 
clinical environments in Figure 20. 

 
 
 

Figure 20. Confusion Matrix/ Heat Map for ViT 
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C.3.2. Receiver Operating Characteristic (ROC) Curve 

In contrast, the Vision Transformer (ViT) model exhibited a slightly broader 

performance spectrum, with AUC values ranging from 0.82 (Impacted fracture) to 

1.00 (Compression-Crush and non_xray). These results suggest that while ViT shows 

significant potential, the MobileNetV3 framework provides superior diagnostic 

consistency for this specific 14-class orthopedic dataset (totaling 2,850 images). 

Overall, the high AUC scores across both architectures confirm their effectiveness in 

assisting clinical experts with precise fracture categorization in Figure 21. 

 
Figure 21. ROC Curve for ViT 

 

 

 
 

Figure 22. Classification Report for ViT 
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C.4. Comparison Analysis of Performance 
Based on the classification reports, the Vision Transformer (ViT) demonstrates 

superior performance compared to ResNet50 and MobileNetV3, achieving a peak 
accuracy of 95% and a macro average F1-score of 0.90. While MobileNetV3 serves 
as an efficient lightweight alternative with competitive results, it shows slightly 
lower precision in specific fracture categories compared to the transformer-based 
approach. Therefore, it is concluded that ViT is the most suitable architecture for 
high-precision medical image categorization due to its robust ability to capture 
global contextual features in Table 3. 
 

Table 3. Performance Comparison Analysis 

Metric ResNet50 MobileNetV3 ViT 

Accuracy 0.94 0.94 0.95 

Macro Avg (F1-score) 0.88 0.89 0.90 

Weighted Avg (F1-
score) 

0.94 0.95 0.95 

 

C.5. Prediction Results 
The results highlight a clear distinction between how these models handle 

specialized medical data versus general "out-of-distribution" images: 
Vision Transformer (ViT): This model is showing the highest robustness. In the x.jpg 
sample, it correctly identifies the Fracture Dislocation with a high confidence of 
91.6%, whereas both ResNet50 and MobileNetV3 fail to categorize it correctly 
(labeling it as impacted or compression-crush fractures with much lower 
confidence). 

ResNet50 & MobileNetV3: These models seem to struggle more with the specific 
nuances of the 14-class fracture dataset. For the dislocation case, ResNet50 is 
particularly low at 9.9%, suggesting its feature extraction isn't capturing the specific 
markers for that pathology as effectively as the global attention mechanism of the 
ViT. 
Non-Xray Handling: All three models are performing exceptionally well at filtering 
out non-medical images. The "Apple" test shows high confidence (90%+) across the 
board in identifying the image as non_xray. This is a great sign for the system's 
reliability in a clinical setting where accidental non-medical uploads might occur. 
Performance results are shown in Figures 22 and 23. 
 

Table 4. Comparison of Prediction Results 
Model Medical (Fracture) Non-Xray  Observation 

ViT High (91.6%) Excellent (91.0%) 
Best at capturing complex 
structural relationships in the 
spine. 

MobileNetV3 Moderate (54.2%) Excellent (90.2%) 
Fast, but struggles with higher-
order multiclass differentiation. 

ResNet50 Low (9.9%) Excellent (90.1%) 
Likely requires more fine-tuning 
or better preprocessing for this 
specific 14-class set. 
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Table 4 presents a comparative performance evaluation of three distinct 
models: ViT, MobileNetV3, and ResNet50, specifically focusing on their accuracy in 
fracture detection versus non-Xray detection. Prediction results are shown in Figure 
23 and 24. 

▪ ViT (Vision Transformer): This model achieved the highest performance in 
fracture detection, reaching a 91.6% accuracy rate. It proved to be the most 
effective at identifying complex structural relationships within spinal 
anatomy. 

▪ MobileNetV3: While this model demonstrated high speed, its accuracy in 
detecting fractures was moderate at 54.2%. The observations suggest that it 
faces challenges when handling higher-order multiclass differentiation tasks. 

▪ ResNet50: This model showed the lowest performance in the fracture 
detection category, at 9.9%. The findings indicate that it may require more 
comprehensive fine-tuning or enhanced preprocessing techniques to 
effectively handle this specific 14-class dataset. 

 
 

Figure 23. Prediction Result for Non-Xray Image 
 

 
Figure 24. Prediction Result for Xray Image 

 
D. Conclusion 

This study evaluated the efficacy of various deep learning architectures for the 
automated classification of bone fractures across a 14-class distribution. The 
experimental results indicate that the Vision Transformer (ViT) achieves the most 
robust performance, reaching a peak accuracy of 95% and demonstrating superior 
capability in distinguishing complex fracture morphologies compared to ResNet50 
and MobileNetV3. While MobileNetV3 offers a compelling balance between 
computational efficiency and a 94% accuracy rate, the transformer-based approach 
provides higher reliability for sensitive clinical diagnostics. These findings suggest 
that integrating global self-attention mechanisms significantly enhances the model's 
ability to extract critical features from medical X-ray imagery. Future work will 
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involve the development of a fused hybrid architecture to optimize both inference 
speed and diagnostic precision for real-time deployment in clinical environments. 
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